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Abstract—In modern optical transport networks, new 
requirements arise that need to be met with appropriate 
equipment. The paper presents new solutions in the architecture 
of Optical Transport Network units with a focus on the central 
control system and communication with the Ethernet chip. In 
order to implement the aforementioned communication, it is 
necessary to perform a successful hardware connection, adapt the 
configurable logic and ensure the entire communication chain 
between the user space of the operating system and the hardware. 
In addition to demonstrating the verification of the functionality 
of the implemented interface, technical details about the 
development platform and the applied technologies are also 
presented.

Keywords—Optical Transport Networks, Ethernet, System on 
Chip

I. INTRODUCTION
OTN (Optical Transport Network) is a standardized 

network technology that enables efficient transmission of large 
amounts of data over optical fibers, using multiplexing and 
error correction. This industry-standardized protocol is defined 
by ITU (International Telecommunication Union) 
recommendations. It represents a universal platform for 
transmitting a wide range of client signals which are transmitted 
transparently in the original structure, packed into a single OTN 
structure. The capacity of OTN networks themselves has grown 
throughout history by adding different levels. A large expansion 
of network capacity was achieved by the introduction of 
DWDM (Dense Wavelength Division Multiplexing) technology, 
which enabled the transmission of multiple wavelengths over a 
single optical fiber with densely distributed optical channels. 
The next level that brought network improvement is ROADM 
(Reconfigurable Optical Add-Drop Multiplexing) technology, 
which provides the possibility of reconfigurable addition and 
removal of wavelengths at multiplexing points, which 
significantly improved the network flexibility[1]. From the 
aspect of optical signal transmission, devices have been 
developed to improve physical characteristics and enable 
transmission over extremely long distances. Optical amplifiers 
in the form of boosters and preamplifiers serve to increase the
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power level of the optical signal and serve to compensate for
the attenuation caused by optical fibers, connectors and the
devices themselves. There are also units for the compensation
of chromatic dispersion caused by the physical characteristics
of the optical fiber. In the optical transmission systems sector,
IRITEL is engaged in the development, implementation and
maintenance of devices of all levels of OTN networks
described above.

Advances in technologies that drive the progress of
telecommunications transport networks force vendors to
continuously develop and improve network equipment. The
biggest and most frequent changes in OTN networks occur in
the domain of aggregation of client signals, that is, on
transponder/muxponder units. The key components in the new
generation of these units are the Ethernet chip and the
Microchip Polarfire System-on-Chip, between which it is
necessary to implement communication via the SPI interface.
The goal of this paper is to show the implementation and
functional testing of the communication interface between the
SoC and the Ethernet chip, that is, to provide an interface for
programming the Ethernet chip from the user space of the
Linux OS running on the SoC. The importance of this work is
reflected in the presentation of the necessary steps for the
implementation of the mentioned interface through all its
elements (hardware, firmware and software), as well as the
examination of its functionality. In addition, some technical
details related to the equipment used for the realization of the
entire development platform are presented.

In the next section we explain the reasons for the change in
the architecture of transponder units and why there is a need to
create the proposed development platform. A discussion on the
application of the RISC-V processor architecture is also
presented. The third section presents the main part of the
development platform, which is Microchip Polarfire SoC Icicle
kit board. Within this section, the functionalities of the
development board are described, as well as the methods of
connection with target peripherals. The fourth section discusses
software side of the platform i.e. what should be done in kernel
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Fig. 1. IRITEL OTN unit architecture

and user space of Linux operating system to have
communication with chosen peripheral. The fifth section shows
the results of the tests run on the development platform to
verify the functionality. The final section concludes the paper
and presents future work directions.

II. ARCHITECTURE OF MODERN IRITEL OTN TRANSPONDER
UNITS

During the development of devices that are implemented in
OTN networks, it is necessary to take into account the needs of
the users of the equipment and their plans for the future.
Demands for network capacity expansion are constantly
increasing since the introduction of OTN technology. Currently,
the dominant client protocol that is transmitted over the OTN
networks is Ethernet.

What emerges as a factor that plays an increasingly
important role, especially with the implementation of 5G
technology, are delays during packet transmission. Data centers
are also an increasingly interesting user of OTN infrastructure.
In this situation there is an exchange of large amounts of data at
distances of several tens or hundreds of kilometers, where the
data are sent to physical lines using the Ethernet protocol.
Combinations of IRITEL transponder/muxponder units as well
as amplifiers of the new generation provide a good answer to
the aforementioned requirements. These units have the role of
aggregating different client signals of smaller capacity that can
be transmitted together over a single wavelength of larger
capacity. The units also provide flexibility in networks because
client traffic can be reorganized without affecting the
wavelengths, and depending on the requirements, possibly
without changes to the rest of the network.

When considering the new generation units, certain changes
occur in the architecture of the entire system. The central part
of the system is no longer the OTN ASIC, because the main
processing of the OTN signal is performed on the optical
transceivers themselves, so in terms of interconnection, only the
Ethernet PHY chip is now used. Instead of a separate CPU
(Central Processing Unit) and FPGA (Field Programmable Gate
Arrays) chip, the new system will use the Microchip Polarfire
SoC system-on-a-chip solution. This system is a combination of
a microprocessor subsystem and a FPGA fabric in a single
device. In the new architecture, it is necessary to ensure
communication between the Ethernet PHY chip and the
Microchip Polarfire SoC system via the SPI interface. This is
the reason for creating development platform which is the topic
of this paper.

Current requirements for processor architectures are high
flexibility, adaptability and efficiency. RISC-V (Reduced
Instruction Set Computer) as an open and modular ISA
(Instruction Set Architecture) is the answer to these
requirements, enabling development without restrictions from
proprietary licenses. RISC-V is increasingly gaining
importance as a basis for the design of computer systems,
especially in the context of systems on a chip where solutions
optimized for specific applications are sought. RISC is a design
paradigm in computing that emerged in the 1980s, which
involves the use of a smaller number of simple and efficient
instructions that can be executed quickly. The goal of this

approach is to simplify the hardware implementation of the
processor, thereby increasing its speed and efficiency. In
contrast to this approach, there is a CISC (Complex Instruction
Set Computer) architecture such as x86, which uses a larger
number of complex instructions that can perform more
operations at once, but at the cost of higher power consumption
and a more complex design.[2]

The basic instruction set contains fundamental operations
such as arithmetic and logical instructions, branching, register
operations, and memory access. This architecture is powerful
because of its modularity. Standardized extensions such as
multiplication and division, atomic operations, floating point
operations, etc. can be added to the basic set. In addition to the
above, user-defined instructions can be added, which allows a
high degree of customization to specific application
requirements. In this way, hardware designers can perform
optimizations in terms of performance, power consumption,
and chip size. The above options make RISC-V ideal for
implementation in Microchip Polarfire SoC systems. Polarfire
SoC is the first commercially available family of FPGA chips
with a RISC-V-based CPU subsystem with multiple cores. The
architecture is implemented as a heterogeneous multi-core
architecture based on the RISC-V instruction set, which
integrates five 64-bit processor cores. This configuration
represents a balanced solution that enables simultaneous
support for real-time tasks and complex operating systems such
as Linux on the same platform on a single chip. The monitor
core (E51) is a compact, energy-efficient 64-bit core (RISC-V
RV64IMAC) designed with a focus on system monitoring. The
main function of this core is to initialize and configure the
processor subsystem during a startup. After that, the core
continues to work in a loop within which it waits and processes
requests for firmware services (reset management, switch
control, peripheral configuration, etc.) coming from other
processor cores. In addition to this, there are four application
cores (U54) which are more powerful 64-bit processor cores
(RV64GC) intended for executing user applications and
operating systems. They support the full implementation of the
RISC-V instruction set with extensions listed above. They have
a Memory Management Unit (MMU) with support for virtual
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memory, which allows the running of operating systems such as
Linux. Within the system, these cores as well as the monitor
core are coherent, which means that they share the same
memory space with caching. In the PolarFire SoC architecture,
RISC-V cores are tightly integrated with reprogrammable
FPGA logic blocks, which allow for additional acceleration of
specific functions directly in hardware with low power
consumption. Operating systems such as Linux and RTOS
(Real-time Operating System) can be executed on the higher
cores, while the lower core provides real-time control over
hardware resources. The combination of the open RISC-V
architecture and a robust platform such as the PolarFire SoC
has created a powerful tool for building secure, efficient and
flexible solutions in the areas of industrial automation, the
Internet of Things, signal processing, sensor systems, etc.

III. HARDWARE DEVELOPMENT ENVIRONMENT

The platform is suitable for the development of
functionalities applicable in different spheres such as industrial
automation, IoT, wireless access networks, machine learning,
aerospace, military, etc. The base of the platform is Polarfire
SoC (System on Chip) which is connected with a memory
subsystem, a power-on system and a lot of peripheral ports for
various purposes like PCIe, mBUS, RPi, RJ45 etc. Polarfire
SoC combines MSS (Microprocessor Sub-System) with FPGA
fabric in the same package.

For different variants of this family of devices, the fabric
differs while the MSS remains the same, thus adapting the
device for different purposes. The PolarFire SoC is suitable for
running complete operating systems such as Linux using MSS.
PolarFire FPGA is based on FLASH technology, i.e. it uses
built-in memory to store configurations. It uses the flexibility of
reprogramming but also faster boot-up and lower power
consumption. The implementation of reconfigurability brings
an advantage over the Antifuse technique, while the non-
volatile technique brings an advantage over the SRAM
technique. The main control part of the system is the CPU Core
Complex which is described in previous section .

In this SoC, there are 38 input/output lines called MSS I/Os
to support system peripherals. System registers determine
which signals will be connected to these lines. These lines,
along with SGMII (Serial Gigabit Media-Independent
Interface) , EthMAC, clock and DDR lines, are brought out to
system-on-chip pins. Using voltage banks, these lines can be
connected to peripherals such as eMMC/SD, SPI, CAN, UART,
I2C, etc.[3]

One of the main goals is to create a functional serial
interface for communication between a SoC that represents a
master device on the SPI (Serial Peripheral Bus) bus and a slave
device in the form of an Ethernet PHY chip. The Flash 6 Click
board from MIKROE was chosen to form the platform as a
slave device.The communication interface is implemented
using the Microchip SPI IP Core instantiated on the SoC as a
peripheral controller that is physically connected to the mBUS
port via SPI lines using the described MSS I/Os. Peripheral
controllers on one hand communicate with the processor cores,
i.e. they can be accessed from the operating system running on
the processor cores. On the other hand, the controllers have

lines that serve that specific protocol, i.e. communication with
the peripherals.

The CoreSPI is parameterized so that the user can specify
operating modes, buffer sizes for data storage, and frame widths.
All operations are synchronous with the system clock towards
the processor, while towards the SPI side, operations are
performed in the standard SPI manner. The controller core
communicates with the MSS via the APB (Advanced
Peripheral Bus) interface, where the controller in this case is a
slave device. The speed of this interface is adapted to the SPI
side.

Within the core itself, logic is implemented that ensures
successful data transfers from the processor via the controller to
the slave SPI devices and in the opposite direction. There are
defined parameters in the hardware code that can be changed,
such as the data width on the APB interface, the width of the
frames sent over the SPI lines, the number of frames that can be
stored in the buffers, and the clock speed generated by the
master device on the SPI bus (referred to the system clock).
From the user side, the configuration and status registers are
important, through which information can be read about the
buffer filling with data writing and reading, about the interface
activity, the state of the slave device selection line, the success
of the SPI transfer, etc.

The physical connection between the SoC and the SPI
peripherals is implemented on the Polarfire evaluation kit board
via the mBUS connector. The connector is a standard that
provides maximum expansion capabilities with the smallest
number of pins. It includes a pair of female connectors with
eight inputs each with the appropriate pin configuration and
their markings. The pin layout is always placed in the same
order and consists of three groups of communication interfaces
(SPI, UART, I2C), six additional pins (PWM, Interrupt, Analog
Input, Reset, Chip Select) and two power pins (3.3 and 5 V) .
The standard is defined by the manufacturer MikroElektronika
(MIKROE) and is an open standard available for
implementation of hardware designs by other manufacturers.
The advantage of this standard is that the addition of the mBUS
connector to development environments provides the ability to
choose a wide range of click boards for various purposes such
as sensors, wireless transceivers, memories, displays, clock
generators, etc. For the development of the SPI communication
interface, a real memory peripheral with a precisely defined
architecture, timing characteristics and command set was
selected. From a development perspective, the Flash 6 Click
board from MikroElektronika, equipped with memory chips,
represents an extremely convenient and practical solution for
evaluating and developing the interface. The Flash 6 Click
board is based on the W25Q128JV chip from Winbond, which
offers 128 Mb of serial NOR flash memory. This memory
supports the standard SPI interface, enabling fast and flexible
data transfer. The board is compatible with the mikroBUS
standard, which allows for easy integration with various
development boards such as the Polarfire SoC Icicle Kit.[4]

IV. ENABLING COMMUNICATION WITH HARDWARE FROM OS
SIDE

The goal of this section is to show what steps need to be
taken to enable visibility and control over peripheral devices
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Fig. 2. Test results from Linux user space

from the user space of the Linux operating system. Character
device files are one of the simplest ways to communicate with
modules in the Linux kernel. These files are special files and
are located in the /dev directory. They support direct read or
write operations. User space programs can open, read, write, or
send special requests to these files. Inside the Linux kernel,
devices are not identified by a name but by a unique number
called the major number. This number is assigned by the kernel
when the device is registered. Each driver can support more
than one hardware device of the same type (e.g., two or more
SPI controllers). However, inside the driver, each device of the
same type (same major number) is identified by a unique
number, called the minor number. Since devices behave like
files, user space programs can perform almost all operations on
them except changing the position within the file (seek). Each
operation on these files in user applications sends a command
to the driver to perform the corresponding task within the Linux
kernel. The role of the operating system is to provide programs
with a consistent view of the hardware. In addition, the
operating system should account for possible operations in
applications and provide protection for system software. The
chosen approach is the implementation of separate levels. The
separate levels represent kernel space and user space. These
levels have different privileges and have their own address
spaces. Therefore, the beginning of communication can be
marked as a system call within the application from the user
space of the operating system. A system call is a mechanism by
which a user call requests an operating system service by
switching from the user to the privileged (kernel) mode of
operation. Since the system call has transferred control to the
kernel space within it, the virtual file system accepts the system
call and, based on the inode structure for a given special device
file, determines which driver should process the system call. A
driver contains a structure that defines what should happen
when a call is made, i.e. it calls a function within its code that
has been previously registered in the kernel. After that, a device
specific driver communicates directly with the hardware device.

There are two types of drivers in the communication chain
between the application and the hardware within the kernel
space. The first type of driver, which is the link between the
hardware SPI controller within the SoC and the rest of the
operating system, is called the controller driver. Its role is to
manage data transfer over the SPI bus, configuring parameters
such as speed, number of bits per word, operating mode, etc.

This driver exposes its interface to the operating system through
a structure that identifies it as a master device. The second type
of driver, the protocol driver, is a software that defines
communication with a specific SPI slave device. It does not
implement the details of the controller driver but uses the
general SPI interface to send and receive messages. Within the
operating system, the driver is defined through the spi_driver
structure and is associated with the spi_device device. It does
not know the specific protocol or function of the device on the
SPI bus, but serves as a general intermediary that allows any
user program to send and receive data over the SPI interface
using system calls. Since the protocol driver itself does not
automatically include communication with the controller driver,
certain changes must be made in order to successfully register
the device in the file system. First, it is necessary to change the
part of the protocol driver itself that concerns the description of
the hardware structure, which will be described in more detail
in the following paragraphs. Within the devicetree identifier
table within the protocol driver, it is necessary to specify the
controller driver label so that the kernel recognizes the SPI
device described in the DT (Devicetree) as a device that should
be connected to this driver. This protocol driver is not intended
to be connected directly via the DT structure. Each entry in the
identifier table has an associated function that emits an error if
the protocol driver is directly specified in the compatible
property in the DT structure. Adding a controller driver tag
allows the protocol driver to be associated with the device in a
way that the kernel conditionally tolerates because it is used
indirectly with the help of an identifier.

DTS (Device Tree Specification) is a specification that
provides a complete interface between the bootloader and the
client program, combined with minimal system requirements
that allow the development of a wide range of systems. DTS
specifies a construct called a devicetree that describes the
system hardware. The bootloader loads the devicetree into the
client program's memory and passes a pointer to the devicetree
to the client. The devicetree is a tree of nodes that describes the
devices in the system. Each node has exactly one parent except
for the root node, which has no parents. Nodes represent a
hierarchical part of the structure and contain properties with
corresponding values. Properties consist of name-value pairs
that provide information about the node. The devicetree is a
data structure that describes hardware and does not
automatically solve problems related to hardware configuration.
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Fig.3. SPI communication test setup

This structure provides a language for decoupling hardware
configuration from device support in the Linux kernel or any
other operating system. Historically, in the traditional approach,
when writing drivers for different devices on different hardware
platforms, it is often necessary to manually assign certain
parameters within the kernel. This means that for each new
board or version of the device, the kernel source code must be
changed and recompiled. Using the Devicetree structure, the
problem is overcome by storing hardware information in a
separate data structure, and not within the kernel itself. In other
words, this means that the kernel becomes universal for
different platforms, the configuration becomes flexible without
recompiling the kernel and the system boots based on the data
from the Devicetree structure.

Now that it is clearer what the devicetree structure
represents, it is necessary to make changes to it. It is necessary
to make sure that there is a node in the structure that
corresponds to the SPI controller at the corresponding physical
address and whose compatible field has a value that is
associated with the controller driver. Also it must be checked if
the status field is not set to disable but to okey. The described
node should represent the parent node for the peripheral device,
which in the compatible field should be given a value that is
associated with the protocol driver and also set the status in the
same way as for the parent node. The required changes to the
devicetree structure and the source code of the protocol driver
are described. The driver needs to be compiled to get the kernel
module that needs to be loaded. If all the steps have been
followed in the /dev directory of Linux, the speedev character
device file should be visible.

V. VERIFYING PLATFORM FUNCTIONALITIES

The main goal of the paper is to show what needs to be
done in order to provide access to a slave device via the SPI
interface from the user space of the Linux operating system.
After all the necessary steps have been carried out, the physical
connection of the slave device can be started to confirm that the

device is primarily accessible in the user space of the operating
system, and then to check the basic operations according to the
documentation of the slave device. For the purposes of testing
the communication, the Flash 6 Click mentioned in section III
was used. This board is a fully tested product that is
immediately ready for use by connecting to the system via the
mBUS connector. The board uses a standard SPI interface that
supports a clock frequency of up to 133 MHz. The functioning
of communication with the flash memory located on the board
will be checked via the CoreSPI that is instantiated in the SoC,
which was also discussed in more detail in the third section. So
the lines originating from the master device in the
communication are carried out via the MSS I/O lines from the
Polarfire SoC chip to the mikroBUS connector. The standard
instruction set consists of dozens of commands that enable
various read and write operations, as well as setting the status
registers that control these operations. Instructions are initiated
when the CS (Chip Select) line is activated on the interface.
The first byte of data loaded on the MOSI (Master Output Slave
Input) line represents the instruction code. Instructions can vary
from one to several bytes and are followed by address bytes,
data bytes, dummy bytes, or a combination thereof. Instructions
are completed when the CS line is deactivated. For
compatibility reasons, flash memory provides several
instructions that enable device identity detection. The basic
instruction for detecting device identity is Read JEDEC ID,
which is compatible with the JEDEC (Joint Electron Device
Engineering Council) standard for SPI compatible serial
memories.

SPI is a synchronous interface that enables full duplex
communication. Data from the master and slave devices are
synchronized on the rising or falling edge of the clock,
depending on the selected operating mode. In this paper, due to
the specifications of the slave device, the mode of operation 0
was selected, which means that the data lines in an inactive
state are equal to zero voltage level, that data selection is
performed on the rising edge, and data shifting is done on the
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falling edge. As mentioned, the interface allows the master and
slave to send data simultaneously. A low level protocol is
simple and does not have the ability to detect and correct errors
by itself. It is necessary at higher levels to determine whether
data is being sent to the line in a timely manner and to
determine whether there is a need for corrections in setting the
interface speed or accounting for delays. It was experimentally
determined that for a specific example there are no problems in
communication up to a speed of 25 MHz, while for higher
speeds a delay of one cycle occurs, so corrections are possible
by adding a wait cycle, in order to preserve the integrity of the
data.

A user space application in the Linux operating system is a
program that runs outside the kernel level of the system in an
isolated part of memory intended for user processes. Such
applications do not have direct access to the hardware and the
kernel, but communicate with them directly through system
calls and interfaces that the kernel exposes. The structure of the
application in the user space of the Linux operating system will
now be briefly described. First, it is necessary to open

communication with the device, which is defined as a device
file in the /dev directory. Using the open() system call, a file
descriptor is opened. A file descriptor is a small non-negative
integer that represents an index to an entry in the table of open
file descriptors. It is used in system calls to point to an open file.
Also, within the call, the access mode must be specified as an
argument, which in this case is read and write (O_RDWR).
When the file descriptor is successfully opened, no error is
reported, another system call ioctl() is used to manage device
parameters in special files. It passes a mandatory open file
descriptor as an argument. It passes a specific command as a
second argument, which represents the operation code for a
particular device. In a specific implementation, the third
parameter will be a reference to a specific parameter that refers
to the operation from the second parameter, e.g. when the
second argument is a code for setting the interface speed, the
third argument is a reference to a variable that contains the
value of the clock frequency in Hertz. When the system call is
called, control passes from user space to kernel space via a
system interrupt. The kernel then looks for a suitable driver that
manages the file opened in the file descriptor. In this case, it is a
protocol driver, which is described in the third section . The
driver has an ioctl function that processes the passed command.
Finally, the driver reads the value pointed to by the passed
parameter and configures the SPI controller according to the
given parameters. In this specific example, the SPI interface
operating mode is first set to zero. Then, the bus speed is set in
Hertz and finally, the number of bits per code word is set. After
setting the bus, a reference to the structure containing the read
JEDEC ID command (0x9F) is sent through a system call and
the buffer for receiving the message is set. At the end of the
transfer, the file descriptor is closed.

Figure 2 shows the display of the results after running the
application from the user space for three different set SPI clock
speeds. In comparison with the documentation for the described
slave device, it can be seen that the answer is correct. In
addition, when testing successful communication, the response
of subordinate devices was checked physically. The
oscilloscope probes are connected to the physical lines of the
SPI interface on the Flash 6 Click board. Figure 3 shows the

experimental setup. Signals are visible on the oscilloscope
screen when sending the JEDEC ID reading command. The
upper part of the screen shows the display of the MISO line to
which channel number one of the oscilloscope is connected,
and in the specific example, the first byte of the response (value
EF in hex format) can be seen. On the lower part of the screen,
you can see channel number two of the oscilloscope, which is
connected to the CLK line.

VI. CONCLUSION
This paper shows the necessary steps for the

implementation of a communication interface on OTN
transpoder/muxponder units. The concept of establishing a
chain of communication from the Linux OS user space to other
hardware peripherals is shown in such a way that it is
convenient to apply it to other peripheral devices with dedicated
adaptations for other communication protocols. A good degree
of flexibility is noticeable by using a separate hardware
description structure, which provides the operating system with
information about the hardware components present, as well as
adding or removing kernel modules without the need for a
reboot. Each part of the communication chain can be further
improved or adapted to specific purposes. The continuation of
this topic could go in the direction of adding new functions in
the controller or protocol driver for specific tasks. An
interesting improvement would be the transition to Quad SPI
communication, which provides up to four times higher
transmission speed with the use of two additional physical lines.
In addition to this directions, there is always the possibility that
due to market demands as well as changes in component
manufacturers, there will be some major changes that may
concern individual components or the architecture of the entire
system
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