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Abstract — Human pose estimation has become an important
perception capability for autonomous robotic systems, enabling
machines to interpret human body posture and motion in real time.
This paper presents an overview of deep learning methods for 2D
and 3D human pose estimation, with an emphasis on their
applicability to autonomous robotic systems that require accurate,
reliable, and computationally efficient human perception. First,
the fundamental body representation models and main pose
estimation paradigms are described, including single-person and
multi-person approaches, as well as skeleton-based and model-
based 3D estimation. Representative CNN-based, transformer-
based, and emerging state-space model architectures are then
reviewed and compared according to commonly used benchmark
metrics. The role of synthetic data generation is examined as a
means of addressing the limited availability and diversity of
accurately annotated training data, especially for 3D pose
estimation. Simulation-based rendering pipelines, parametric
body models, motion-capture data, generative approaches, and
fusion-based methods are discussed as techniques for addressing
challenges related to body shape, pose and motion variation,
appearance diversity, camera viewpoints, lighting conditions,
occlusions, and accurate ground-truth annotations. The paper also
highlights the synthetic-to-real domain gap as a key limitation that
must be considered when applying synthetic datasets to real-world
robotic systems. Finally, future research directions are discussed,
including the use of generative Al, synthetic data generation, and
multimodal sensing such as RF/WiFi to support more reliable
human perception in autonomous robotic environments.

Keywords Human Pose Estimation, Deep Learning,
Autonomous Robotic Systems, Synthetic Data, Generative Al

I. INTRODUCTION

Human pose estimation (HPE) has become a critical
component in the development of autonomous robotic systems,
enabling machines to perceive and interpret human body
positions in real time. At its core, HPE is the task of detecting
and localizing key body joint positions from images or video
sequences, allowing machines to understand and interpret human
motion and behavior [1]. With the rapid advancement of deep
neural networks, this field has witnessed significant progress in
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recent years, improving both accuracy and robustness across a
wide range of scenarios. Such capabilities enable a broad
spectrum of applications, from autonomous drones that rely on
pose information for human-aware operation [2], autonomous
vehicles where accurate detection of pedestrian motion is
essential for safe navigation, to medical systems used for
movement assessment, rehabilitation, and monitoring of physical
performance [3].

Despite this rapid progress, the availability of large-scale and
diverse training datasets remains a major challenge, particularly
for 3D pose estimation. While 2D pose datasets have grown
substantially in size and diversity over the years, 3D pose
datasets remain relatively less diverse due to the constraints of
3D pose capture systems [1]. Collecting accurate 3D human
poses typically requires specialized hardware, such as motion
capture systems or depth sensors, as well as controlled recording
environments. Consequently, existing 3D benchmarks are often
collected in constrained indoor settings with limited subject
diversity, environmental variation, and pose complexity,
reducing the ability of trained models to generalize to real-world
scenarios.

Synthetic data generation has emerged as a promising
approach for addressing these limitations. By generating
artificial yet annotated training samples from controllable 3D
scenes, synthetic datasets enable large-scale data creation with
control over factors such as lighting conditions, camera
viewpoints, subject appearance, clothing, body shape,
backgrounds, and motion variation, while reducing the need for
additional real-world data collection. Previous work has shown
that synthetic human data can improve generalization to unseen
viewpoints by increasing the diversity of appearance, motion,
and camera-view conditions [4]. A key advantage of 3D-based
synthetic environments is that they can automatically provide
accurate ground-truth information, including 2D and 3D joint
coordinates, body orientation, camera parameters, distances
between humans, robots, and surrounding objects, as well as
angular relationships within the scene. Such information is
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particularly relevant for robotic perception, where models must
operate under changing viewpoints, occlusions, and safety-
critical conditions. However, generating synthetic human data
that is sufficiently realistic and useful for model training remains
challenging, since motion quality, appearance realism, and the
synthetic-to-real domain gap can affect model performance.
Addressing this challenge requires careful control over the
rendering pipeline, including variation in subject appearance,
background diversity, camera viewpoint, and motion realism,
areas where modern 3D rendering tools and generative Al-based
approaches offer significant potential. While synthetic human
data can support a broad range of visual perception tasks, this
review focuses specifically on synthetic data generation for 2D
and 3D human pose estimation in autonomous robotic systems.

II. FUNDAMENTALS OF HUMAN POSE ESTIMATION

A central design choice in any pose estimation pipeline is
how the human body is represented. In most cases, the body is
described through a set of keypoints corresponding to major
anatomical joints, such as the shoulders, elbows, wrists, hips,
knees, and ankles, whose spatial relationships define the overall
posture. In the literature, three main categories of body models
are commonly used: skeleton-based, surface-based, and volume-
based models [5].

| |

(a) Skeleton-based

(b) Surface-based

(c) Volume-based

Fig. 1. Human body representation models

The skeleton-based model, also referred to as the kinematic
or stick-figure model, is the most widely used representation in
both 2D and 3D pose estimation [5]. It describes the body as joint
locations connected by limbs, providing a compact structure for
capturing human posture and motion. Common keypoint
conventions include the 16 joints defined by MPII [6], the 17
keypoints used in COCO [7], and the extended 25-keypoint set
used in OpenPose [8].

Surface-based models represent the body through contours or
surface regions that approximate body segment shapes. Although
they capture more geometric information than skeleton-based
models, they are less suitable for precise joint localization and
are less common in modern deep learning-based HPE pipelines

[5].

Volume-based models represent the human body as a 3D
mesh or geometry, capturing not only joint positions but also
body shape and surface deformation. Early approaches used
simple geometric primitives such as cylinders to approximate
body segments, while modern methods rely on parametric mesh
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models such as the Skinned Multi-Person Linear model (SMPL),
which can represent a wide range of body shapes and poses
through learned parameters [5]. Due to their ability to capture
detailed 3D body geometry, volume-based models are
particularly relevant for 3D pose and shape estimation tasks.

A. 2D Human Pose Estimation

Human pose estimation methods can generally be divided
into single-person and multi-person approaches. In single-person
pose estimation, the algorithm assumes that only one person is
present in the image, allowing the model to focus entirely on
accurate localization of body joints. Modern deep learning
approaches commonly employ encoder-decoder architectures,
where the encoder extracts visual features from the input image
and the decoder predicts body keypoints either through direct
coordinate regression or heatmap-based detection [9]. Among
these approaches, heatmap-based methods have become
dominant due to their superior performance and robustness in
handling complex poses and partial occlusions.

In contrast, multi-person pose estimation is significantly
more challenging because the number of individuals in the scene
is unknown and human bodies may overlap or occlude one
another. These methods are commonly divided into top-down
and bottom-up approaches [9]. Top-down methods first detect
individual persons and then apply single-person pose estimation
to each detected region, generally achieving more precise pose
estimation but with increased computational cost. Bottom-up
methods first detect all body keypoints in the image and then
group them into individual human poses, offering better
scalability and real-time performance in crowded scenes.
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Fig. 2. Typical framework for single-person pose estimation [9]
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Fig. 3. Typical frameworks for multi-person pose estimation [9]

B. 3D Human Pose Estimation

While 2D pose estimation predicts body joint locations in the
image plane, 3D human pose estimation aims to recover their
spatial positions in three-dimensional space. Compared to 2D
HPE, 3D estimation introduces additional challenges,
particularly depth uncertainty and the limited availability of
diverse annotated datasets. Modern 3D HPE methods are
commonly divided into skeleton-based and model-based



approaches. Skeleton-based methods estimate joint coordinates
directly and often rely on heatmap prediction, 2D-to-3D lifting,
or the integration of image features with 2D keypoints to
improve spatial consistency [9]. In contrast, model-based
approaches utilize parametric human body models such as the
SMPL model [10] to recover not only joint positions but also
body shape and surface geometry. By representing the human
body through compact pose and shape parameters, these methods
enable detailed human reconstruction from monocular images
and are particularly relevant for applications in virtual reality,
motion analysis, and autonomous robotic systems [9].

Fig. 4. Sample SMPL model registrations from a multi-pose dataset [10]

III. OVERVIEW OF DEEP LEARNING METHODS

Deep learning refers to a class of machine learning methods
based on artificial neural networks with multiple processing
layers, capable of automatically learning hierarchical feature
representations directly from raw data. A particularly important
category for image analysis is the convolutional neural network
(CNN), which employs learnable convolutional filters to detect
increasingly complex features through successive layers, from
simple edges in early layers to higher-level structures in deeper
layers [11, 12]. The application of deep learning, and CNNs in
particular, to human pose estimation has significantly
transformed the field, enabling end-to-end trainable
architectures. More recently, transformer-based architectures,
originally developed for natural language processing, have been
adapted for visual tasks by leveraging self-attention mechanisms
to model global dependencies across an entire image. The
following subsections present an overview of representative
CNN-based and transformer-based methods for human pose
estimation, followed by a comparative analysis of their
performance on standard benchmarks.

A. CNN-Based Approaches

The pioneering work of DeepPose [13] first demonstrated the
potential of deep neural networks for pose estimation by
formulating the task as a direct regression of joint coordinates
from full input images using a cascade of CNN-based regressors.
Although this approach enabled holistic reasoning about pose,
regression-based methods often struggled with precise
localization due to the difficulty of directly mapping images to
coordinate values. This limitation motivated the development of
heatmap-based methods, which predict a spatial probability
distribution for each joint rather than regressing coordinates
directly. The Stacked Hourglass network [14] introduced a

symmetric encoder-decoder architecture that repeatedly
processes features through bottom-up and top-down pathways
across multiple stages, enabling the model to capture both local
detail and global context at different spatial scales. For multi-
person scenarios, OpenPose [8] proposed a real-time bottom-up
framework based on Part Affinity Fields, which encode the
directional relationship between body parts and enable
simultaneous detection and association of keypoints across
multiple individuals in a single forward pass. A further important
advance came with HRNet [15], which maintains parallel high-
resolution feature representations throughout the entire network
rather than recovering spatial detail from downsampled features.
This design principle proved highly effective for keypoint
localization, and HRNet has since become one of the most
widely adopted backbones in both 2D and 3D pose estimation
pipelines [12].

B. Transformer-Based Approaches

The adoption of transformer architectures for pose estimation
has led to significant advances in modeling structural
relationships between body keypoints. TokenPose [16]
introduced a token-based representation in which each keypoint
is explicitly embedded as a learnable token. These keypoint
tokens interact with visual tokens extracted from image feature
maps through self-attention, simultaneously learning both
appearance cues and anatomical constraint relationships between
joints. Although TokenPose still relies on a CNN backbone such
as HRNet for initial feature extraction, it demonstrated that
transformer-based reasoning over keypoint relationships can
achieve competitive performance with significantly fewer
parameters than purely CNN-based methods. Building on this
direction, ViTPose [17] demonstrated that a plain, non-
hierarchical vision transformer can serve as both the feature
extractor and the pose estimator, eliminating the need for a CNN
backbone entirely. By employing a standard Vision Transformer
pre-trained with masked image modeling and a lightweight
decoder consisting of simple deconvolution layers, ViTPose
achieved state-of-the-art performance on the COCO benchmark
while also demonstrating excellent scalability from 100M to 1B
parameters and reliable performance under -challenging
conditions such as occlusion and appearance variation.

C. Emerging Architectures and Performance Comparison

While transformer-based methods have advanced pose
estimation considerably, their reliance on self-attention
mechanisms introduces quadratic computational complexity
with respect to the number of input tokens, which limits
scalability for longer sequences and real-time deployment.
Recently, state space models (SSMs) have emerged as an
alternative architecture that achieves global context modeling
with linear complexity. PoseMamba [18] is a purely SSM-based
approach for 3D human pose estimation from monocular video
that employs a bidirectional global-local spatio-temporal
modeling framework. By introducing a reordering strategy based
on human skeleton geometry, PoseMamba enhances local joint
modeling while maintaining comprehensive global spatial-
temporal reasoning, all while requiring substantially fewer
parameters and computational resources compared to
transformer-based counterparts. This efficiency aspect is
particularly important for autonomous robotic systems, where
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HPE models must often run under real-time constraints and on
hardware with limited computational resources. In such settings,
model selection should not be based only on benchmark
accuracy, but also on inference latency, memory requirements,
scalability to multi-person scenes, and robustness under
changing viewpoints and occlusions.

Table 1 provides an overview of representative reported
results for selected deep learning methods used in human pose
estimation. Since these methods are evaluated on different
datasets and using different metrics, the reported values should
not be interpreted as a direct performance comparison, but rather
as an indication of commonly used benchmarks and evaluation
protocols in the field [12].

TABLE 1. REPRESENTATIVE DEEP LEARNING METHODS AND
REPORTED BENCHMARK RESULTS FOR HUMAN POSE ESTIMATION

Method Arch. Dataset Metric Perf.
DeepPose
[13],2014 CNN FLIC PCP 0.69
Stacked
Hourglass CNN MPII PCKh@0.5 90.9
[14],2016
OpenPose CNN MPII mAP 75.6
[8],2017 )
HRNet
[15], 2021 CNN COCO AP 75.5
TokenPose-
L[16], TrCnN}\InJ; . COCO AP 75.8
2021 ansforme:
ViTPose-G
[17], 2022 Transformer COCO AP 80.9
PoseMamba
L [18], SSM H“ml\‘/’ln“ l\gg )E 38.1
2025

Performance metrics vary by dataset: AP and mAP are used
for COCO and MPII (higher is better), PCKh for MPII (higher is
better), PCP for FLIC (higher is better), and MPJPE for
Human3.6M (lower is better).

IV. SYNTHETIC DATA GENERATION APPROACHES FOR
HUMAN POSE ESTIMATION

In pose estimation research, synthetic data is primarily used
to increase dataset diversity while maintaining full control over
annotation quality.

1. Simulation / rendering 2. Generative Models 3. Fusion-Based Methods

Real data distribution

3D hunan model Synthetic hutan render

Pose and motion data

Real background

Camera. lighting and background

Compositing / fusion
e

Rendering / simulation pipeline

Synthetic buman images Composited training sumples

)

.
Output: RGB images +
2D/3D annotations

romm real data 1o
nthetic samples

Increase visual diversity and realism
Example: Blender, Unity, Unreal Engine.

Fig. 5. Overview of synthetic data generation approaches for human pose
estimation

In contrast to real-world data collection, simulation-based
pipelines allow systematic variation of parameters such as
camera viewpoint, illumination, background, human appearance,
body shape, and motion, while preserving access to accurate
ground-truth labels. For human pose estimation, this is
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particularly useful because synthetic environments can provide
2D keypoints, 3D joint coordinates, segmentation masks, depth
information, and camera parameters without additional manual
annotation. In general, synthetic data can be generated using
several complementary approaches. Simulator-based and
computer graphics rendering pipelines generate data from
explicitly modeled 3D scenes, where geometry, materials,
lighting, camera parameters, and motion can be controlled
directly. Generative models, such as approaches based on
generative adversarial networks (GANSs), learn the distribution
of real data and synthesize new samples with similar visual
characteristics. Fusion-based methods combine synthetic objects
or subjects with real-world backgrounds, aiming to increase
visual diversity while preserving controllable annotations [19].

Among these approaches, simulation and rendering pipelines
are particularly suitable for HPE because they preserve access to
the underlying 3D scene structure and can automatically provide
task-specific ground-truth annotations. For robot-oriented HPE,
this is especially important because the human body, camera,
robot, and surrounding objects can be represented as 3D models,
allowing simulation-based pipelines to provide not only joint
coordinates, but also camera parameters, depth information,
body orientation, viewing angles, and spatial relationships
between humans and the environment [19], [20]. These
annotations are difficult to obtain accurately in real-world
datasets, but they can be directly used for training, evaluating,
and improving HPE models intended for autonomous robotic
perception. In 3D human pose estimation, such pipelines often
rely on parametric body models and motion capture data to
generate realistic human motion under controlled virtual
conditions. A representative example combines the SMPL body
model [10] with motion sequences from the Carnegie Mellon
University Motion Capture (CMU MoCap) dataset and renders
the resulting animated human body in Unity from an egocentric
fisheye camera mounted on the chest. The rendering process
includes random variation of human textures, background
images, and lighting parameters, producing RGB images
together with 2D/3D pose annotations and location heatmaps
[20]. This example illustrates how rendering-based pipelines can
generate diverse pose estimation datasets with precise ground-
truth annotations while avoiding real-world image acquisition
and manual labeling.

A major limitation of synthetic data remains the synthetic-to-
real domain gap, since models trained on rendered RGB images
may not generalize reliably to real-world visual conditions. In
addition to improving photorealism, another possible strategy is
to reduce the input representation to features that are more
consistent across synthetic and real domains. For example,
silhouette-based synthetic data generation uses body-shape
information instead of full RGB appearance, reducing the
influence of texture, lighting, and background variations [21].
This highlights that synthetic data generation for HPE should not
focus only on visual realism, but also on representation choices
that improve transfer from simulated to real environments.

Recent 3D-aware generative models further indicate the
potential of generative Al for creating controllable synthetic
human representations. Although AvatarGen is not designed as
a human pose estimation method, it demonstrates that generative



models can synthesize clothed 3D human avatars with diverse
appearances, controllable poses, and arbitrary camera
viewpoints, while being trained only from 2D images. The
method uses SMPL-based pose conditioning, canonical avatar
generation, and deformation modeling to separate appearance
from pose, enabling generated humans to be re-posed and viewed
from different camera directions [22]. In the context of synthetic
data generation for HPE, such approaches are relevant because
they show how generative Al can support the creation of realistic
and controllable virtual humans, which may later be combined
with rendering pipelines to produce training or evaluation data
with controlled pose, clothing, viewpoint, and scene variation.

V. CONCLUSION AND FUTURE WORK

Human pose estimation has progressed from early CNN-
based coordinate regression methods toward architectures that
preserve high-resolution spatial features, model long-range
dependencies between body keypoints, and improve temporal
reasoning in video-based 3D pose estimation. These advances
are particularly relevant for autonomous robotic systems, where
pose estimation must operate under real-time constraints while
remaining robust to occlusions, changing viewpoints, and
complex human motion. However, despite strong benchmark
performance achieved by recent transformer-based and state
space model approaches, practical deployment still depends
heavily on the availability of diverse and accurately annotated
training data.

Future research should further investigate synthetic-to-real
transfer and the generation of robot-oriented synthetic datasets
for human pose estimation. In this context, generative Al and 3D
rendering pipelines offer a promising direction for creating
diverse human poses, body appearances, camera viewpoints,
lighting conditions, occlusions, and robotic environments, while
preserving access to accurate ground-truth annotations such as
2D/3D joint coordinates, depth information, body orientation,
viewing angles, and spatial relationships within the scene. Such
data may support both the improvement of existing HPE models
and the development of new architectures tailored to autonomous
robotic perception. Additionally, practical case studies should
evaluate selected HPE models within real or simulated robotic
perception pipelines. Such studies could assess not only pose-
estimation accuracy, but also inference time, computational
requirements, robustness under challenging visual conditions,
and the feasibility of real-time deployment in autonomous
robotic systems. Multimodal sensing, including RF/WiFi-based
approaches, may also complement camera-based HPE in
conditions where visual perception is limited by occlusion, poor
illumination, privacy constraints, or restricted viewpoints [23].
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