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robots to perceive, understand, decide, and act autonomously in 

real-world settings [1, 2]. That is the primary motivation for 

conducting research on the perception and understanding of the 

environment of the mobile robot TIAGo using semantic 

segmentation. 

Convolutional Neural Networks (CNNs) have become 

foundational for modern semantic segmentation, with encoder-

decoder architectures such as FCN, U-Net, and DeepLab 

demonstrating remarkable pixels classification accuracy across 

diverse visual domains [3]. However, deploying these models on 

mobile robotic platforms remains challenging due to the inherent 

exchange between segmentation accuracy and inference latency, 

which has motivated numerous recent research studies on 

lightweight backbones, efficient attention mechanisms, and 

hardware disease network design tailored for embedded GPUs 

[4]. In particular, attention-based modules have emerged as a 

promising direction for capturing long range contextual 

dependencies without the prohibitive computational cost of self-

attention, making them well suited for real-time perception 

pipelines in autonomous mobile robots. 

The related work on the use of efficient semantic 

segmentation for mobile robots is presented as follows. The 

combination of two architectures is developed in [5]. In this 

paper, the authors used U-Net and ResNet architectures and 

introduced tensor decomposition to reduce computational 

complexity. They made three different variations on the same 

architecture. First variation (V1) has five blocks less then other 

two variations. The second and third variations have the same 

number of blocks but differ in the number of strides in some 

blocks. As there is a combination of two or more architectures, 

there can be a combination of two tasks [6]. The authors 

proposed a one-stage multi-task neural network that integrates 

object detection and semantic segmentation into a unified 

framework. The goal is to weight the eigenvalues in each channel 

so that information-rich features are improved during the fusion 

process [6]. Modifying feature fusion with a clear goal to balance 

accuracy and computational efficiency, as shown in [7]. The 

Abstract— This paper presents the development of a 

convolutional neural network architecture for semantic 
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I. INTRODUCTION

The development of technology is often driven by the 

complexity of the task that is set before it. The task set before 

artificial intelligence regarding the robotics domain is to enable 
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authors developed an architecture based on ASFNet for real-time 

semantic segmentation comprising two modules: an alignment 

module for multiscale segmentation and a fusion module for 

adaptive multiscale fusion. In [8], the authors proposed a 

lightweight bilateral attention decoder to improve real-time 

semantic segmentation performance. By focusing on the 

decoder’s complexity, they design a lightweight decoder with 

bilateral attention, lightweight refinement blocks, and a new 

pooling fusion block. Although the same process was applied to 

all features, bilateral attention helps detect semantic information 

from high-level features and spatial details from low-level 

features. The refinement block, instead of heavy modules, uses 

channel attention and spatial attention to refine semantics and 

details, respectively. The pooling fusion block is there to help 

fuse high- and low-level features. 

Unlike other approaches, the authors in this paper developed 

an architecture based on ResNet18 and ResNet34, with a main 

focus on the attention module [9], which replaced the SoftMax 

activation function to reduce computational complexity. After 

developing an improved architecture, the authors implement a 

new model in real-time settings on the mobile robot. The final 

goal was to create a semantic segmentation model that is faster 

and more accurate than a standard FCN-ResNet18 or FCN-

ResNet34. 

a) b) c) 

Fig. 1. FA-ResNet architecture illustration a) ResDown b) FA c) FuseUp 

II. NETWORK ARCHITECTURE DESIGN

A. Network Architecture Design

This section presents the proposed network architecture. The

network is an encoder-decoder architecture, based on the model 

proposed in [10]. The network is created from three parts:  

• Encoder (ResDown) (Fig. 1a) – four levels with

different resolutions based on ResNet18 or ResNet34

networks.

• Fast Attention Module (FA) (Fig. 1b) – modified fast

attention module.

• Decoder (FuseUp) (Fig. 1c) – four-level upsample

module.

The authors employ a lightweight backbone (ResNet18 or 

ResNet34) as an encoder [10]. Encoder made of four ResDown 

blocks, each is half the resolution of the previous one, and they 

are connected as shown in Fig. 1. In the first level, the resolution 

is divided by four (
ℎ

4
×

𝑤

4
). In every FuseUp block, the outputs 

from the FA block and the previous decoder block are merged 

into a single output and forwarded to the higher level. Output is 

created after four FuseUp blocks. Compared to ResDown and 

FuseUp blocks, FA blocks are not interconnected.  

The FA block is created entirely from theoretical foundations 

introduced in [10] and is illustrated in Fig. 2. The main change is 

made by using normalized cosine similarity (Eq. 2) instead of 

originally proposed SoftMax function (Eq. 1) for affinity 

computation: 

𝑌 = 𝑆𝑜𝑓𝑡𝑚𝑎𝑥(𝑄 ∙ 𝐾𝑇) ∙ 𝑉 () 

𝑌 =
1

𝑛
(𝑄̂ ∙ 𝐾𝑇) ∙ 𝑉 () 

𝑛 = 𝐻𝑖𝑔ℎ𝑡 × 𝑊𝑖𝑑𝑡ℎ () 

where Q is a Query map, K is a Key map, V is a Value map, 𝑄̂ 

and 𝐾𝑇 are the results of Q and K after L2-normalization along

the channel dimension [10]. By implementing the normalized 

cosine similarity, it is possible to apply standard matrix 

multiplication associativity on the Eq. 2, which leads to a new 

equation: 

𝑌 =
1

𝑛
𝑄̂ ∙ (𝐾𝑇 ∙ 𝑉) () 

After BN (batch normalization) convolution, L2 
normalization is applied to the query (Q) and key (K) matrices, 
while the value (V) matrix is processed using a ReLU activation 
function. A key distinction between these matrices lies in their 
channel dimensions. Specifically, Q and K are defined with a 
reduced channel dimension C′, whereas V retains the original 
channel dimension C. This dimensionality reduction (C′<C) is 
intentionally introduced to decrease computational complexity 
and improve efficiency. 

All three matrices are initially reshaped into two-dimensional 
representations, where Q and K are of size HW×C′, while V is of 
size HW×C. To enable matrix multiplication, K is transposed to 
C′×HW. The first multiplication is then performed between 𝐾𝑇

and V, resulting in a matrix of size C′×C. This intermediate result 
is denoted by KV. 

The second multiplication is performed between Q and KV, 
producing an output matrix of size HW×C. This ordering of 
operations is computationally advantageous. Given that the 
number of pixels HW is typically much larger than the channel 
dimensions, performing the multiplication in this order avoids 
creating a large HW×HW matrix, thereby significantly reducing 
memory usage and computational cost. 

Finally, the resulting matrix undergoes a BN-convolution 
and ReLU activation, followed by element-wise addition with 
the original V matrix, which has the same dimensions. It is 
important to note that this efficient computation relies on the 
associativity of matrix multiplication. In contrast, alternative 
formulations that do not allow reordering of operations would 
require significantly higher memory and computational 
resources. The whole process is illustrated with Fig. 2.  
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Fig. 2. Fast Attention module 

B. Hyperparameters

There are two groups of hyperparameters: one for standard

FCN-ResNet18 and FCN-ResNet34, and another for the FA-

ResNet18 and FA-ResNet34. The goal is to optimize the 

networks for the best accuracy [11]. Hyperparameters in use are: 

batch size (training and validation), weight decay, momentum, 

learning rate, learning rate schedule, data augmentation (angle, 

brightness, hue, contrast, and saturation), and learning 

algorithm.  

At the end of hyperparameter fine-tuning, models were 

qualitatively experimentally evaluated on real images collected 

by the TIAGo [12] mobile robot in the laboratory for industrial 

robotics & AI [13]. Real-time performance is compared on the 

Nvidia Jetson Nano platform. 

III. EXPERIMENT RESULTS

The experimental evaluation had three parts: preprocessing 

the dataset, tuning network hyperparameters, and creating and 

training the architecture. The evaluation metric used in this 

experiment is pixel accuracy, defined as the percentage of 

correctly labeled pixels in the image. In contrast to mIoU, which 

averages the intersection-over-union ratio across classes, pixel 

accuracy provides a direct and intuitive measure of overall 

classification performance [14]. Pixel accuracy is especially well 

suited for pretraining and hyperparameter tuning, since its direct 

correspondence with the per-pixel training objective yields a 

smooth and stable indicator in which differences between model 

configurations are clearly distinguishable. 

A. Dataset and preprocessing

The dataset used in the experiment is SUN RGB-D [15],

which has 13 classes. Every class is represented by a color 

vector, list of classes: bed, books, ceiling, chair, floor, furniture 

(general items not in other categories), objects (miscellaneous 

small items), painting (decoration), sofa, table, TV, wall, 

window, and void class (background).  

The SUNRGBD dataset is an uniformed dataset with images 

of different resolutions. Knowing that, the first task was to 

uniform resolutions of the images by padding the original images 

until their resolution is 544x736. The original image is centered 

in the new one, so adding null pixels creates an image frame. All 

new pixels belong to the void class. Afterward, the dataset needs 

a new arithmetic mean (mean) and standard deviation (std), as 

well as new class weights.  

B. Training

With a stable and uniform dataset, different models can be
trained with useful feedback on training. The first set of training 
procedures was performed with a FCN-ResNet18/34. The goal 
was to find the best hyperparameters for FCN-ResNet18 and 
FCN-ResNet34 networks. In the following experiment, FCN-
ResNet18 and FCN-ResNet34 with the best hyperparameters 
will be compared with FA-ResNet18 and FA-ResNet34 models 
with the best hyperparameters. The additional hyperparameters 
(for FCN-ResNet18 and FCN-ResNet34) used for tuning are: 
number of epochs, combining two learning algorithms (SGD and 
RMSprop, for example), and gradient clipping. The best results 
for FCN-ResNet18 and FCN-ResNet34 networks are shown in 
Table I. Visual results are presented in Fig. 3 and Fig. 4. 

TABLE I.  RESULTS FOR FCN-RESNET18 AND FCN-RESNET34 MODELS 

Model 
Results 

Training 

accuracy 

Validation 

accuracy 
Number of epochs & time  

ResNet18 33.95% 45.93% 27 epochs & 138 minutes 

ResNet34 34.91% 46.72% 27 epochs & 144 minutes 

During the hyperparameter tuning procedure conducted for 

FCN-ResNet18, three groups of parameters are identified to 

analyze their impact on model performance: learning algorithm 

parameters, training parameters, and data augmentation 

parameters. Building upon these observations, the tuning of FA-

ResNet18 is structured into five distinct groups (Table II). Three 

groups (Group 1, Group 2, and Group 4) correspond, 

respectively, to the learning algorithm, training, and data 

augmentation parameters. Group 3 represents a combination of 

one training parameter and two data augmentation parameters, 

while Group 5 comprises individual parameters that demonstrate 

measurable impact during the prior tuning process.  

TABLE II.  RESULTS FOR THE BEST TRAINING OF EACH GROUP FOR FA-

RESNET18 

Group Hyperparameters  Values 

Group 1 

Learning rate [0.001, 0.005, 0.01, 0.05] 

Momentum [0.8, 0.85, 0.9, 0.95] 

Weight decay [0.0001, 0.0005, 0.001, 0.01] 

Group 2 

Learning rate 
schedule 

exponent 

[8, 16, 32] 

Training batch [0.5, 0.7, 0.9, 0.95, 1] 

Group 3 

Validation batch [8, 16, 32] 

Brightness [0, 0.2, 0.5] 

Angle changes [0, 15, 45] 

Group 4 

Contrast  [0, 0.2, 0.5] 

Saturation [0, 0.2, 0.5] 

Hue [0, 0.1, 0.2] 

Group 5 

Gradient 
clipping,  

[10, 30, 50] 

Number of 

workers  
[2, 4, 8, 16] 

Mixed precision [True, False] 
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Fig. 3. Visual output (ResNet18) 

Fig. 4. Visual output (ResNet34) 

Fig. 5. Visual output (FA-ResNet18) 

Fig. 6. Visual output (FA-ResNet34) 

Fig. 7. Color legend for visual outputs 

TABLE III.  
RESULTS FOR THE BEST TRAINING OF EACH GROUP FOR FA-RESNET18 

Group 
Results 

Training 

accuracy 

Validation 

accuracy 
Number of epochs & time  

Group 1 64.36% 46.84% 85 epochs & 288 minutes 

Group 2 66.10% 48.85% 27 epochs & 364 minutes 

Group 3 44.09% 35.85% 123 epochs & 337 minutes 

Group 4 47.34% 43,41% 145 epochs & 748 minutes 

Group 5 42.74% 43.28% 121 epochs & 597 minutes 

Tuning hyperparameters for the new network with the FA 

module (FA-ResNet18 and FA-ResNet34) was divided into five 

groups. Groups with hyperparameters are shown in Table II. 

Each hyperparameter had four values, and within each group, 

every parameter was combined with every other parameter from 

that group (for example, for a group of three hyperparameters, 

there were 4×4×4=64 training runs). After one group, only the 

best training parameters from that training were used for the next 

group. If the results after all training in one group are not better 

than or equal to those after the previous group, training for the 

next group begins without parameters from the previous group. 

The results of tuning the hyperparameters for each group are 

shown in Table III for FA-ResNet18 and in Table IV for FA-

ResNet34.  

From Table III, it can be seen that after the second group, 

accuracy was lower than in the second group, but it is 3% higher 

than FCN-ResNet18 from Table I. The same process is repeated 

for the FA-ResNet34 network, using the same parameter groups 

and values. Results are shown in Table IV. 

TABLE IV.  
RESULTS FOR THE BEST TRAINING OF EACH GROUP FOR FA-RESNET34 

Group 
Results 

Training 

accuracy 

Validation 

accuracy 
Number of epochs & time  

Group 1 61.63% 48.47% 48 epochs & 190 minutes 

Group 2 63.46% 50.38% 23 epochs & 286 minutes 

Group 3 47.37% 38.62% 101 epochs & 297 minutes 

Group 4 49.53% 44,07% 128 epochs & 679 minutes 

Group 5 42.90% 43.38% 106 epochs & 460 minutes 

From Table IV, it can be seen that FA-ResNet34 achieves 

higher accuracy than FCN-ResNet34. As with FA-ResNet18, 

after the second group of parameters, accuracy does not increase. 

Visual results are presented with Fig. 5 and Fig. 6, and the 

timing report is presented in table V. Color legend for Figs. 3–6 

is represented in Fig. 7. 

Table V reports the processing time of FCN-ResNet18 and 

FA-ResNet18 across the four main stages of the segmentation 

pipeline, evaluated on both CPU and CUDA. The proposed FA-

ResNet18 achieves a substantially lower total processing time 

(420.67770ms on CPU and 425.42917ms on CUDA) compared 

to FCN-ResNet18 (858.50708ms and 862.38385ms, 

respectively). This improvement is primarily driven by the post-

processing stage, which is reduced from 708.92249ms to 

175.99593ms on CPU, indicating that the FA block produces 
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output representations that require significantly less refinement 

before final prediction.  

However, inference speed is increased, and the main reason 

is the complexity of the FA-ResNet18 network. The proposed 

FA-ResNet18 model occupies 49.8 MB of storage compared to 

43.3MB of FCN-ResNet18 model. 

TABLE V.  PROCESSING TIME REPORT FOR FCN-RESNET18 AND  FA-

RESNET18  

Processing 

steps 

Processing time report [ms] 

FCN-ResNet18 FA-ResNet18 

CPU CUDA CPU CUDA 

Pre-Process 0.09448 3.74859 0.08974 4.41818 

Network 149.44214 145.65079 244.53682 240.07240 

Post-Process 708.92249 709.08893 175.99593 176.14047 

Visualize 0.04797 3.89557 0.05521 4.79812 

Total 858.50708 862.38385 420.67770 425.42917 

IV. RESULTS AND DISCUSSIONS 

This paper introduces a hyperparameter tunning that 

improves both the accuracy and the inference speed of FCN-

ResNet18 and FCN-ResNet34 based models, making them 

suitable for real-time use on mobile robots. The architecture 

includes a fast attention module connected to each ResNet level. 

The standard attention head is made more efficient by using 

normalized cosine-similarity matrix multiplication instead of the 

SoftMax function. An extensive parameter-tuning procedure is 

conducted to improve the model's accuracy. The parameters are 

divided into five groups, and each parameter is varied at least 3 

times, resulting in a total of 157 training procedures. The 

experimental evaluation shows an increase in accuracy by at least 

2%. The implementation on the Nvidia Jetson Nano platform 

shows that the proposed network is twice as fast as the FCN-

ResNet18, with a final model size of 49.8 MB. Moreover, the 

qualitative experiments on images collected by the TIAGo 

mobile robot show that the proposed model performs well in 

real-world settings. Future research directions include improving 

the encoder, rather than using standard FCN-ResNet18 and 

FCN-ResNet34 models.  

ACKNOWLEDGMENT  

This research was supported by the Science Fund of the 

Republic of Serbia, grant No. 17801, Cybersecurity of Motion 

Control Systems in Industry 4.0 – MCSecurity, as well as by the 

Ministry of Science, Technological Development and 

Innovations of the Serbian Government under the contract No. 

451-03-34/2026-03/ 200105.

REFERENCES 

[1] Xu, Z., Wu, K., Wen, J., Li, J., Liu, N., Che, Z., & Tang, J. (2024). 

A survey on robotics with foundation models: toward embodied 

ai. arXiv preprint arXiv:2402.02385. 
[2] Jokić, A., Đokić, L., Petrović, M., & Miljković, Z. (2021). A Mobile 

Robot Visual Perception System based on Deep Learning Approach. 

In Proceedings of 8th International Conference on Electrical, 
Electronic and Computing Engineering, IcETRAN 2021, Ethno 

willage Stanišići, Republic of Srpska, Bosnia and Herzegovina (pp. 

568-572).
[3] Long, J., Shelhamer, E., & Darrell, T. (2015). Fully convolutional 

networks for semantic segmentation. In Proceedings of the IEEE 

conference on computer vision and pattern recognition, Boston (pp. 
3431-3440). 

[4] Paszke, A., Chaurasia, A., Kim, S., & Culurciello, E. (2016). Enet: 

A deep neural network architecture for real-time semantic 
segmentation. arXiv preprint arXiv:1606.02147. 

[5] Falaschetti, L., Manoni, L., & Turchetti, C. (2022). A low-rank cnn 

architecture for real-time semantic segmentation in visual slam
applications. IEEE Open Journal of Circuits and Systems, 3, 115-

133. 

[6] Tseng, K. K., Lin, J., Chen, C. M., & Hassan, M. M. (2021). A fast 
instance segmentation with one-stage multi-task deep neural network 

for autonomous driving. Computers & Electrical Engineering, 93, 

107194. 
[7] Zha, H., Liu, R., Yang, X., Zhou, D., Zhang, Q., & Wei, X. (2021). 

ASFNet: Adaptive multiscale segmentation fusion network for real‐
time semantic segmentation. Computer Animation and Virtual 

Worlds, 32(3-4), 2022. 

[8] Peng, C., Tian, T., Chen, C., Guo, X., & Ma, J. (2021). Bilateral 
attention decoder: A lightweight decoder for real-time semantic 

segmentation. Neural Networks, 137, 188-199. 

[9] Vaswani, A., Shazeer, N., Parmar, N., Uszkoreit, J., Jones, L., 
Gomez, A. N., ... & Polosukhin, I. (2017). Attention is all you 

need. Advances in neural information processing systems, 30 (pp. 

5998-6008) 
[10] Hu, P., Perazzi, F., Heilbron, F. C., Wang, O., Lin, Z., Saenko, K., & 

Sclaroff, S. (2020). Real-time semantic segmentation with fast 

attention. IEEE Robotics and Automation Letters, 6(1), 263-270. 

[11] Ibrahim, M. Q., Hussein, N. K., Guinovart, D., & Qaraad, M. (2025). 

Optimizing convolutional neural networks: A comprehensive review 

of hyperparameter tuning through metaheuristic 
algorithms. Archives of Computational Methods in Engineerinng,

32(8), 5123-5160. 

[12] https://pal-robotics.com/wp-content/uploads/2024/04/Datasheet-
TIAGo.pdf - last time visited 20.05.2026. 

[13] A. Jokić, Đ. Jevtić, M. Petrovic, and Z. Miljkovic, Image dataset for 

industrial cyber-security research within mobile robotic domain 
(1.0.0) [Data set]. 2025 

Zenodo. https://doi.org/10.5281/zenodo.17234795

[14] Garcia-Garcia, A., Orts-Escolano, S., Oprea, S., Villena-Martinez, 
V., & Garcia-Rodriguez, J. (2017). A review on deep learning 

techniques applied to semantic segmentation. arXiv preprint 

arXiv:1704.06857. 
[15] Song, S., Lichtenberg, S. P., & Xiao, J. (2015). Sun rgb-d: A rgb-d 

scene understanding benchmark suite. In Proceedings of the IEEE 

conference on computer vision and pattern recognition, Boston (pp. 

567-576). 

201

https://pal-robotics.com/wp-content/uploads/2024/04/Datasheet-TIAGo.pdf
https://pal-robotics.com/wp-content/uploads/2024/04/Datasheet-TIAGo.pdf
https://doi.org/10.5281/zenodo.17234795



