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Abstract—Accurate 3D dental landmark detection is a
foundational step in automated orthodontic planning, aligner
design, and occlusal analysis. We present a comparison of three
lightweight point-cloud encoders, hierarchical PointNet,
PointNeXt, and PointViG, equipped with a unified multi-head
architecture for joint full-mouth tooth presence prediction, fixed-
count landmark localization, and variable-count cusp tip detection.
Both arches are merged into a single full-mouth point cloud that
preserves inter-arch geometry. The landmark head uses learned
cross-attention queries indexed by tooth slot and landmark
category, decoded via a differentiable soft-argmax. Variable-count
cusp tips are handled by a dedicated heatmap channel decoded by
k-means clustering, where the number of clusters is provided by an
auxiliary count regression head. Evaluated under S-fold cross-
validation on the 3DTeethLand benchmark, PointViG achieves a
mean radial error of 1.78 mm and both mean average precision
and mean average recall of 0.548, reaching competitive
leaderboard performance without ensembling or per-tooth spatial
conditioning. Among the three backbones, PointViG’s dynamic
graph convolution in feature space proves decisive: its ability to
aggregate information from semantically related but spatially
distant points yields consistent gains across all landmark
categories, particularly on geometrically complex posterior teeth.

Keywords—Dental Landmark  Detection, Point Cloud
Processing, Multi-Task Learning, PointViG, Heatmap Regression,
Full-Mouth Detection, Cusp DetectionlIntroduction

1. INTRODUCTION

Malocclusion affects an estimated 56% of the global
population [1] and, beyond its aesthetic impact, poses significant
risks to long-term oral health, including periodontal disease,
caries, and temporomandibular joint disorders [2]. Orthodontic
treatment planning relies on precise geometric measurements
derived from anatomical landmarks — most notably Andrews’
Six Keys to Normal Occlusion [3], which define the gold
standard for molar relationship, crown angulation and
inclination, rotations, tight contacts, and curve of Spee.
Clinically, these landmarks are still identified manually by
trained orthodontists on 3D intraoral scans (I0S), a process that
is time-consuming, expensive, and subject to inter-operator
variability [4], [5].

Recent advances in deep learning on 3D point clouds offer a
compelling alternative. Unlike image-based approaches, point
cloud methods operate directly in 3D space without the depth
loss introduced by projection, making them well-suited to the
fine-grained geometric features of dental anatomy. However,
several challenges remain open: handling variable dentitions
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(missing, extra, or partially erupted teeth), distinguishing
anatomically relevant landmarks per tooth type, and balancing
multiple supervision signals during training.

To date, IOS landmarking methods have predominantly
targeted tooth-level or single-arch settings, often within
benchmarks like Teeth3DS+/3DTeethLand [5] that define the
task at the level of individual jaws. While several frameworks
process entire intraoral scans and then crop or segment them into
tooth-wise regions [4], [6], to the best of our knowledge no prior
work reports a single end-to-end model operating on a full-
mouth I0S (both arches in occlusion) to jointly predict tooth
presence and per-tooth landmarks in one multi-head forward
pass. Full-mouth input preserves inter-arch geometry — the
spatial arrangement of teeth across both jaws — which is a
powerful contextual cue that isolated tooth-level models discard.

This paper makes the following contributions:

e A unified fulll-mouth IOS multi-head architecture
operating over a fixed schema of 32 tooth slots, jointly
predicting tooth presence, fixed-count landmark
coordinates, and variable-count cusp tips in a single
forward pass.

e A controlled comparison of three lightweight point-cloud
backbones — PointNet++ [7], PointNeXt [8], and
PointViG [9] — under an identical head, training recipe,
and 5-fold split, isolating the architectural contribution of
each encoder.

e A dedicated cusp count regression head paired with a
multi-Gaussian Kullback—Leibler (KL) heatmap target,
enabling variable-count cusp tip detection via k-means
decoding in 3D space — a regime largely sidestepped by
prior works that fix the cusp count per tooth class.

e A negative result: in this regime, PointNeXt does not
measurably improve upon plain PointNet++; the graph-
feature aggregation of PointViG, by contrast, yields
uniform gains across all landmark categories and is the
only architecture that closes the molar-vs-anterior
performance gap.

II. RELATED WORK

A. Dental Landmark Detection.: Scope and Scale

Most existing 3D dental landmark detectors are designed
around tooth-level reasoning, either explicitly or implicitly.
Benchmark datasets such as Teeth3DS+/3DTeethLand [5]
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define the task as detecting anatomical landmarks on individual
teeth in intraoral scans, and many top-ranked MICCAI
challenge solutions segment or crop each tooth before
performing local landmark regression within that tooth region
of interest. Frameworks such as TS-MDL [4] and ALIIOS [6]
process entire intraoral scans but immediately decompose them
into per-tooth patches, effectively reducing the problem to
tooth-level inference. Other works operate at the jaw level,
predicting multiple landmarks on a single dental arch (maxilla
or mandible) without modeling the full mouth, for example
DLLNet [10] on high-resolution dental surface meshes and
PointNet++-based models for palatal landmarks on maxillary
casts [11]. Joint segmentation—landmark networks covering
both jaws have been explored for CBCT volumes, but that
volumetric modality differs fundamentally from intraoral
surface scans. The top-ranked 3DTeethLand challenge entry
segments each jaw into individual teeth before applying per-
tooth landmark regression [5]. An alternative paradigm
bypasses 3D processing entirely: 3DIMLAND team renders the
scan from multiple viewpoints, regresses 2D heatmaps via a
CNN, and maps predictions back to 3D with RANSAC
consensus [5]. While effective, such multi-view pipelines
introduce projection losses and view-selection heuristics that
direct point-cloud methods avoid. To the best of our knowledge,
no method jointly addresses full-mouth input with multi-head
landmark and presence prediction in a single pass.

B. Sequential vs. Multi-Head Pipelines

Historically, most pipelines have been sequential: first
segmenting teeth, then detecting landmarks on each segment or
patch. DLLNet [10] applies a mesh segmentation network
followed by a separate landmark heatmap network. CGA-MSPT
[12] performs conditional tooth segmentation before adaptive
geometric landmark extraction. The 3DTeethLand challenge
review confirms that the dominant paradigm among top
solutions is segmentation followed by landmark detection.
Recently, however, there has been a clear shift toward multi-
head or multi-stream architectures. CHaRNet [13] introduces a
fully end-to-end IOS model with a shared encoder and separate
heads for conditioned heatmap regression and tooth presence
classification, avoiding any prior segmentation. ToothLDNet
[14] couples fuzzy tooth localization and landmark heatmaps in
a two-stage framework trained jointly.

C. Point Cloud Architectures

PointNet [15] pioneered direct consumption of unordered
point sets via shared MLPs and symmetric pooling.PointNet++
[7] extended this with hierarchical local grouping for multi-
scale geometric context.PointNeXt [8] revisited this design with
improved training strategies and an inverted residual MLP
bottleneck (InvResMLP) inserted between Set Abstraction
stages.PointViG [9] replaces the PointNeXt post-SA block with
a Grapher unit that constructs a dynamick-NN graph in feature
space for neighbourhood aggregation, isolating the contribution
of graph-based local feature exchange.

Transformer-based architectures including Point
Transformer v1, v2, and v3 [16], [17] and Minkowski sparse
convolutional networks [18] achieve state-of-the-art results on
large-scale point cloud benchmarks. However, their memory and
compute requirements are demanding for the single-scan clinical

29

regime considered in this work, so we focus on lightweight
architectures instead.

D. Landmark Localization: Regression vs. Heatmap

Landmark localization methods fall into three broad families.
Direct coordinate regression via fully connected layers [19] is the
simplest but has been largely superseded. Dense field methods
encode each landmark as a geodesic distance field on the tooth
surface and detect peaks; the DENSE network [20] follows this
approach with multi-scale feature aggregation and cross-
attention, achieving robust localization on smooth surfaces but
relying on pre-segmented tooth models. Heatmap-based methods
predict a spatial probability distribution per landmark and have
consistently shown superiority over direct regression [21], [22].
The classical Argmax decoder is non-differentiable and suffers
from quantization error; this is addressed by the differentiable
soft-argmax decoder [22], which enables fully end-to-end
training.

A key motivation for heatmap regression in our setting is
annotation uncertainty. Dental landmark annotations are
inherently ambiguous: cusp tips on worn or occluded teeth are
subject to inter-clinician disagreement. As argued by Thaler et
al. [21], models trained on ambiguous annotations should
represent landmarks as distributions over possible locations
rather than point estimates, modeling a homoscedastic dataset-
based annotation uncertainty. By fitting predicted heatmaps to
Gaussian targets, the network learns to capture this uncertainty
inherently. STAR loss [22] argues that anisotropic predicted
distributions signal semantic ambiguity at specific landmarks
and proposes a PCA-based, self-adaptive weighting to reduce
their impact on convergence — a property particularly relevant
for anatomically variable landmarks such as marginal ridges. In
the dental domain, Adaptive Wing Loss [23] has been applied to
heatmap-based tooth landmarking, penalising foreground peak
errors more heavily than background to address the inherent
spatial imbalance of landmark targets.

III. DATASETS

Three publicly available 3D dental landmark datasets were
considered: 3DTeethLand [5], DENSE [20], and CLIK [24]. We
train and evaluate on 3DTeethLand, organised as a challenge at
the International Conference on Medical Image Computing and
Computer-Assisted Intervention (MICCAI) 2024 and the largest
and most challenging of the three. The underlying Teeth3DS+
database [25] contains 1,800 jaw scans (900 patients, upper and
lower), all with tooth segmentation labels; the 3DTeethLand
challenge provides landmark annotations for a 340-scan subset
(240 training, 100 hidden test), covering six categories per tooth:
mesial, distal, inner cusp, outer cusp, facial axis, and variable-
count cusp tips. All 1,800 jaws are included during training: the
1,560 jaws that lack landmark annotations still contribute
presence supervision through the shared encoder, while
landmark and cusp losses are computed only over the 240
annotated jaws. Variable cups count across tooth types and noisy
or incomplete annotations make it a particularly demanding
benchmark. Since the hidden test set is not publicly available, we
report 5-fold cross-validation on the 240 annotated jaws;
leaderboard comparisons are therefore approximate.



IV. METHODOLOGY

A. Problem Formulation

Given a raw full-mouth intraoral point cloud P € RV*3, the
model jointly predicts four outputs over a fixed schema of T =
32 tooth slots (Universal numbering) with G = 5 fixed-count
landmark categories (mesial, distal, inner cusp, outer cusp,
facial axis):

e Presence § € R”: logits indicating whether each tooth

slot is occupied.

Fixed-count landmarks M € RT*¢%3 .

coordinates for each landmark category.

per-tooth 3D

Cusp count k, € R: predicted number of cusp tips for
tooth t.

Cusp coordinates C; € 2k variable-count cusp tip
positions, decoded from a dedicated heatmap channel via
k-means clustering (Sec. 4.5).

Not all landmark categories apply to every tooth type:
incisors lack outer cusps, for instance. A static binary mask V €
{0,137*¢ encodes this anatomical prior, zeroing out undefined
slots at both training and inference. Variable-count cusp tips are
governed by k, rather than the static mask.

B. Data Preprocessing and Augmentation

Intraoral scans are provided as separate maxillary (upper)
and mandibular (lower) arches in a local coordinate space.
Statistical outlier removal (SOR) is first applied independently
to each jaw using Open3D (k = 20 neighbours, ¢ = 2.0) to
filter scanning artefacts. Each jaw is then downsampled offline
to Nyore = 32,768 points via Farthest Point Sampling (FPS),
which guarantees coverage of geometrically sparse but
clinically critical regions such as cusp tips [7]. The pre-sampled
representations are saved to disk.

At training time, the maxillary arch is inverted along the Z-
axis and shifted vertically by AZ = max(Zower) —
min(Zpper) + €, with € = 0.05 mm, simulating an open-mouth
configuration. Upper and lower jaws are shuffled across patients
so that each training pair combines arches from different
subjects, forcing the encoder to learn occlusion-agnostic features
rather than memorising patient-specific arch relationships. The
merged full-mouth cloud is randomly subsampled to N =
16,384 points and normalised by centroid subtraction followed
by division by the maximum radius, mapping all scans to a unit
sphere.

The only geometric augmentation applied during training is
random uniform scaling in [0.9, I.1]; no rotation or point jitter is
used, preserving the canonical orientation of preprocessed dental
scans.

C. Architecture

The overall architecture is illustrated in Fig. 1. All three
baselines share a common encoder skeleton: a stem MLP lifts
raw (x,y, z) coordinates to dimension C = 32, followed by 4
hierarchical Set Abstraction (SA) stages with FPS-based
subsampling ( N = 4096 = 1024 — 256 = 64 ), ball-query
neighborhood aggregation (k = 32 neighbors, base radius r =
0.15 doubled per stage), and per-stage feature width doubling.
The decoder symmetrically restores full resolution through 4
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Feature Propagation (FP) stages with skip connections, yielding
a per-point feature map F € R¥*¢.

The three backbones differ only in the post-SA block stacked

at each stage:
[ ]

PointNet++: identity (no post-SA block).

PointNeXt: an inverted
(InvResMLP) per stage.

o residual MLP block

PointViG: a Grapher unit + Feed-Forward Network
(FFN) per stage, where the Grapher constructs a
dynamick-NN graph in feature space.

This isolates the contribution of the post-SA block as the only
axis of architectural variation, enabling a fair head-to-head
comparison.

The decoder features feed into three task-specific heads,
connected by a presence conditioning mechanism:

1) Presence head: A three-layer MLP (512 — 256 —
128 — 32) applied to the global feature vector (mean || max
pool of bottleneck features), producing 32 presence logits. Since
tooth presence is a global property of the scan, this head operates
only on the global descriptor. Its output is detached from the
computation graph before being passed downstream, so the
landmark loss does not influence the presence head.

The detached presence logits are then used to modulate the
per-point decoder features through a Feature-wise Linear
Modulation (FiLM) layer [26]. For each pointn, the modulated
feature is f, = y(p) © f, + B(p), where ¥ and B are learned
affine projections of the presence logits p € R” . This informs the
downstream landmark head which teeth are present without
requiring explicit spatial conditioning.

2) Landmark heatmap head: For each of the T X G
landmark slots (tooth slot t € [1,32], landmark group g €
[1,6]), a query vector is formed by summing a learnable tooth

embedding and a learnable group embedding:

— ptooth group
qt,g = € + eg

(D

The FiLM-conditioned per-point features are projected to keys
K = FW,,, and attention scores over all N points are computed
as:
_ 9egK”
T Vdt &)
where T € [0.02,2.0] is a learned temperature. For the five fixed-
count landmark groups, the predicted coordinate is recovered
via soft-argmax:

By = YN_, softmax (Stgdn " Xn € R’

Stg erV

3)

3) Cusp count head: A separate MLP applied to an
attention-pooled summary of the cusp heatmap channel, and the
per-point features predicts the per-tooth cusp count k, € R. This
count is required at decode time to recover variable-count cusp
coordinates from the cusp heatmap (Sec. 4.5).

D. Loss Functions

The training objective combines four losses, one per task:
1) Presence: A differentiable soft-F1 loss supervises the 32
presence logits:
L%

pres — 1- Flsoft(ﬁ' p) (4)



where p € R” are the predicted presence logits and p € {0,137
the ground-truth labels. This formulation directly optimises the
F1 metric rather than per-slot binary cross-entropy, which we
found beneficial given the class imbalance (most teeth are
present).

2) Fixed-count landmarks: Each landmark slot is
supervised by the KL divergence between the predicted
attention distribution and a Gaussian heatmap target centred at
the ground-truth position (¢ = / mm), normalised to sum to
one:

I .
Lrm = EZ(t,g)eé‘ D (Rg, 1l 8¢y) Q)

where h{ ; is a Gaussian heatmap target centred at the ground-
truth position with ¢ = / mm, 8, ; is the predicted attention
distribution over all N points, and § is the set of landmark slots
that are both anatomically valid for the tooth type and annotated
in the ground truth.

3) Cusp heatmap: The sixth heatmap channel is dedicated
to cusp tips. For a tooth with K ground-truth cusps, the target is
a sum of K isotropic Gaussian bumps (¢ = / mm) normalised
to a valid distribution; teeth without cusps (e.g. incisors) receive
a uniform target. The loss is:

1 ~
gcusp = ﬁZtET DKL (hé{a ” St,cusp) (6)

where hX? is the sum of K isotropic Gaussian bumps
normalised to a distribution, $;., is the predicted cusp
heatmap, and T is the set of teeth with annotated cusps.

N = 214
( J Stem SA1
§ \/ / > NC N/4, C
¢’ J, c=32 G =57
A 4
N

4) Cusp count: The count head is supervised by an L; loss
on the predicted cusp count k, versus the ground-truth count k,,
masked to teeth in 7.

The total loss sums all four terms with unit weights; no
manual rebalancing was required.

E. Inference

1) Fixed-count landmarks: Coordinates are recovered via
the soft-argmax (3). No additional post-processing is required.

2) Variable-count cusp tips: The cusp count head provides
the predicted number of cusps k, for each tooth. The cusp
heatmap weights are converted to probabilities via softmax, and
only the top 5% of points by weight are retained as candidates.
Weighted k-means clustering with k, centres is then run over
these candidates in 3D coordinate space, using the heatmap
probabilities as sample weights. The resulting cluster centres are
the predicted cusp positions. This decouples how many cusps a
tooth has (count head) fromwhere they are (heatmap +
clustering).

F. Training Details

All models are trained with the AdamW optimiser using a
cosine learning rate schedule (peak / 073, minimum 7077, 5-
epoch linear warm-up), weight decay / 0™, batch size 8, and
gradient clipping at norm 1.0. Mixed-precision (FP16) is
enabled throughout. The best checkpoint is selected by
validation mean radial error, with early stopping after 15 epochs
without improvement and a maximum budget of 100 epochs.

Semantic attention

SA2 SA3 SA4
N/16, 2C N/64, 4C N/256, 8C
b Mean

Query (tooth, landmark) FP1 FP2

FiLM

A

Keys (point features)

TxGxN

N/4, C

. &
\Max/
i i 16C
. FP3 FP4
A N/16, 2C N/64, 4C <

Presence
Head

SA - Set Abstraction
o FP - Feature Propagation MLP

s MLP - Multilayer Perceptron (512,256,128,32)
FiLM - Feature-wise Linear Modulation
B - Interchangeable post-SA block
Blue blocks - Presence (right) and Landmark
and Cusp count (left) task heads

Cusps

Mesial, Distal, Inner,
Outer, Facial axis
points

L2/KL + KL + k-means

softmax
Fig. 1. Overview of the shared multi-head baseline architecture. A stem MLP lifts raw coordinates to C = 32 features, followed by 4 Set Abstraction stages

(encoder) and 4 Feature Propagation stages (decoder) with skip connections. The interchangeable post-SA block (B) is the only component that varies across
PointNet++, PointNeXt, and PointViG. Three task heads operate on the decoded per-point features and global descriptor.
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All experiments were conducted on dual NVIDIA Tesla T4
GPUs (16 GB each) via Kaggle Notebooks.

V. RESULTS

A. Comparison of Encoder Backbones

We train and evaluate the three backbones under identical
settings and report 5-fold cross-validated test metrics: Mean
Radial Error (MRE, in mm), Successful Detection Rate (SDR,
% of landmarks within a distance threshold), cusp count Mean
Absolute Error (Cnt MAE), and the 3DTeethLand challenge
metrics mean Average Precision / mean Average Recall
(mAP/mAR) over a 0-3 mm threshold sweep. Overall results
are summarized in Table I, per-tooth-group MRE in Table II,
and mAP/mAR in Table III.

B. Comparison with the 3DTeethLand Leaderboard

Table IV compares our best baseline against the published
3DTeethLand challenge leaderboard [5], sorted by mAP. On
mAP, PointViG places 7th; the gap to 6th place (3DIMLAND,
0.578) is only 0.030, less than one standard deviation of our 5-
fold estimate (+0.036). On mAR, our model surpasses ranks 5
and 6 and falls within one standard deviation of ranks 3 and 4.

TABLE L. OVERALL TEST METRICS (5-FOLD CV MEAN) ON
3DTEETHLAND. MRE IN MM (), SDR IN % (1), CUSP COUNT MEAN ABSOLUTE
ERROR (MAE, )).

Backbone MRE | SDRiwm | SDRymm | Cusp MRE | Cnt MAE
PointNet++ | 2.07 30.3 68.6 2.15 0.33
PointNeXt 2.10 30.3 67.3 2.21 0.34
PointViG 1.78 422 78.5 1.83 0.32
TABLE IL PER-TOOTH-GROUP MEAN RADIAL ERROR (MM, |) ON
3DTEETHLAND (5-FOLD CV MEAN).
Group PointNet++ PointNeXt PointViG
Incisors 1.81 1.90 1.69
Cuspids 1.91 1.95 1.69
Premolars 1.92 1.91 1.61
Molars 2.63 2.59 2.07
Anterior 1.84 1.92 1.69
Posterior 2.24 2.22 1.82
TABLE IIL. 3DTEETHLAND CHALLENGE MAP/MAR (5-FOLD CV MEAN,
%, 1).
Category Metric PN++ PNeXt PViG
Mesial/Distal mAP 43.5 42.8 52.0
mAR 43.5 42.8 52.0
Cusps mAP 47.4 46.6 534
mAR 47.2 45.9 53.5
Inner/Outer mAP 46.2 45.6 534
mAR 46.2 45.6 534
Facial mAP 51.9 52.0 60.4
mAR 51.9 52.0 60.4
Overall mAP 47.3 46.8 54.8
mAR 47.2 46.6 54.8
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TABLE IV. COMPARISON AGAINST THE 3DTEETHLAND CHALLENGE
LEADERBOARD [5], SORTED BY MAP. OUR BASELINE (POINTVIG) IS REPORTED
AS 5-FOLD CV MEAN = STD.

Rank | Team mAP mAR
1 Radboud 0.785 0.656
2 ChohoTech 0.775 0.634
3 YY-LAB 0.719 0.579
4 YN-LAB 0.643 0.527
5 IGIP-LAB 0.590 0.466
6 3DIMLAND 0.578 0.438
— PointViG (ours) 0.548 +£0.036 0.548+0.034

Notably, all six leaderboard entries operate on single jaws, while
our model processes full-mouth input with no ensembling and
no per-tooth spatial conditioning, providing a clean baseline
against which future extensions can be measured.

C. Comparison with CHaRM

CHaRM [13] is the most closely related architecture, sharing
the multi-head encoder—decoder design with per-tooth
conditioned heatmap regression and a presence head
(PointNeXt MRE 1.46 mm on a larger private single-jaw dataset
(1,214 models) with richer third-molar representation vs. our
2.10mm on 240 full-mouth scans). Two differences remain:
CHaRM assumes a fixed cusp count per tooth class, while our
count head handles variable cusp numbers; and its combined
MSE heatmap plus BCE presence loss requires balancing
weights (A,eg, A1), Whereas our KL-based losses with unit task

weights require no per-term tuning.

VI. DISCUSSION

A. Balanced precision and recall

A notable observation in Table IV is that our model is the
only entry where mAP = mAR, while all leaderboard entries
exhibit mAP > mAR. This symmetry is a direct consequence of
the fixed-slot output schema: the model predicts exactly one
landmark per valid slot per present tooth, with no confidence
threshold to tune. Detection-based pipelines can suppress low-
confidence predictions to boost precision at the cost of recall;
our architecture lacks this degree of freedom, producing an
inherently balanced operating point.

B. Backbone comparison

PointNeXt more than doubles the parameter count over
PointNet++ (~0.41M — ~1.12M) via its InvResMLP post-SA
block, yet does not improve MRE, SDR, or mAP within
standard deviation, suggesting that our training set does not
benefit from the additional capacity. PointViG, by contrast,
yields clear gains across all tooth groups, with the largest
improvement on molars (MRE from ~2.6 mm to 2.07 mm), the
hardest category due to high morphological variability and
multiple cusps. We hypothesise that the Grapher’s k -NN
aggregation in feature space enables the encoder to relate distant
cusps that share semantic features, which is exactly the structure
required to disambiguate molar landmarks.

C. Principal limitation: a purely semantic landmark query
The cross-attention landmark head matches a query q; , =
e + e5 ™" against per-point features. This query is purely

semantic — it encodes “tooth #14, mesial” but contains no
spatial anchor. The head must rediscover where each tooth lives



in every forward pass, with no positional prior to constrain the
search. When teeth are missing, shifted, or anatomically
unusual, this absence of spatial conditioning becomes the
dominant failure mode. A natural fix is to gate the keys with a
soft per-tooth segmentation prior before attention, providing the
spatial anchor the query lacks.

VII. CONCLUSION AND FUTURE WORK

We presented a unified multi-head architecture for full-
mouth 3D dental landmark detection, the first to jointly handle
tooth presence, fixed-count landmarks, and variable-count cusp
tips over both arches in a single forward pass. A controlled
backbone comparison on the 3DTeethLand benchmark
(Tables I-1V) identifies PointViG’s dynamic graph convolution
as the decisive factor, yielding uniform gains across all tooth
groups. Future directions include:

e Segmentation-conditioned heads: Gating landmark keys
with soft per-tooth segmentation prior for spatial
grounding of the purely semantic query.

e Tooth-level augmentation: Extending the cross-patient
jaw shuffling to the tooth level, akin to CutMix [27],
where individual teeth are synthetically swapped or
omitted to increase structural variance.

e Downstream clinical tasks: Using the predicted landmark
layout as structured input for malocclusion detection and
following the CLIK paradigm [24], orthodontic
correction suggestion.

¢ Cross-dataset evaluation: Evaluating on the DENSE [20]
and CLIK [24] datasets to assess generalization.
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