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Abstract— Electrocardiographic (ECG) signals are often 

corrupted by noise such as baseline wander, electromyographic 

noise, and power-line interference, which can degrade clinical 

interpretation.  Therefore, effective filtering methods are essential 

to extract clinically relevant information from noise-contaminated 

signals, and wavelet-based methods are among the most commonly 

used approaches for denoising. However, the denoising 

performance of traditional threshold-based wavelet methods 

heavily depends on the choice of the mother wavelet. In this study, 

we compare several common wavelet types (db3–db5, sym4–sym5, 

coif3, Haar, bior1.5 and rbio2.4) used within a deep learning 

framework based on autoencoder. The wavelet denoising 

performance is evaluated under different noise conditions using 

the SNR improvement and Pearson coefficient as metrics. The 

comparison across different wavelet types shows that all evaluated 

wavelets achieve similar performance, with differences within 5% 

for both metrics, indicating relatively small variation between 

wavelet types. These results suggest that learning the denoising 

function directly from data using deep learning can reduce the 

dependence on the specific choice of wavelet. 

Keywords—ECG denoising, Stationary Wavelet Transform, 

Autoencoder 

I. INTRODUCTION

Electrocardiographic (ECG) signals are widely used for 

diagnostics of cardiovascular diseases and monitoring of cardiac 

activity in clinical and outpatient contexts. However, they are 

often corrupted by various noise sources, including baseline 

wander (BLW), power-line interference (PLI), motion artifacts, 

and electromyographic (EMG) noise [1]. These disturbances 

significantly affect the reliability of ECG analysis, particularly in 

recordings acquired using portable and wearable devices. Robust 

denoising techniques are, therefore, essential to preserve 

diagnostically-relevant waveform features, such as the P wave, 

QRS complex, and T wave.  

Wavelet transform is a well-established tool for analyzing 

non-stationary signals such as ECG [2]. Unlike conventional 

filtering approaches, such as sliding average, FIR and IIR, which 

operate either in the time or frequency domain, wavelet 

transform provides a multi-resolution representation of the 

signal, allowing separation of components at different scales in 

both domains.  

Different noise types may require different wavelet families 

for optimal suppression. For example, low-frequency BLW 

noise is efficiently removed using wavelets with good ability to 

represent smooth, slowly varying signal components (e.g., 

Coiflets or higher-order Daubechies [2-4]), while high-

frequency EMG noise is better suppressed using wavelets with 

sharp localization in the high-frequency bands (e.g., Symlets or 

biorthogonal wavelets [4,5]). Power-line interference benefit 

from wavelets that provide both symmetry and linear-phase 

properties to prevent distortion of the ECG morphology [5]. 

However, beyond these clear-cut noises with well-defined 

spectral ranges, there is no consensus on the optimal wavelet 

choice for processing of ECG recordings with varying noise 

level and their selection is often performed empirically [4].  

Most existing wavelet-based approaches rely on carefully 

designed processing steps, such as the selection of 

decomposition levels, thresholding strategies (hard, soft, and 

semi-soft thresholding [3]), and parameter tuning, which are 

often optimized for specific signal characteristics or noise types. 

Advanced approaches, including adaptive wavelet-based 

methods, further refine these parameters to improve performance 

under challenging noise conditions [6–8].  

Alongside wavelet-based methods, deep learning approaches 

have gained increasing attention in ECG denoising. In particular, 

autoencoders have demonstrated strong performance in 

denoising tasks by learning compact representations of clean 

data and reconstructing signals from noisy inputs [9,10]. Unlike 

traditional methods, which require manual parameter tuning, 

autoencoder-based approaches can learn complex nonlinear 

mappings directly from data. In this context, combining wavelet-

based signal representations with deep learning enables a more 

objective evaluation of the influence of different wavelet types 

on denoising performance. 

In this paper, we analyze how the choice of wavelet affects 

noise suppression and morphological preservation of ECG 

signals under different noise conditions, including BLW, EMG, 

and PLI within an autoencoder-based framework. Specifically, 

we focus on a representative subset of commonly used wavelets 

in the literature (db4–db6, sym4–sym5, and coif3), along with a 

simple baseline wavelet (Haar) and evaluate the autoencoder 

robustness to the change of mother wavelet. 

II. MATERIALS AND METHODS

To perform denoising, we employed a convolutional 

autoencoder to learn the mapping between Stationary Wavelet 

Transform (SWT) coefficients of noisy and clean ECG signals 
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(Fig. 1). The architecture consists of an encoder–decoder 

structure, where the encoder extracts hierarchical features using 

convolutional layers with strided down-sampling, and the 

decoder reconstructs the signal using transposed convolutions. In 

this way, instead of applying conventional wavelet thresholding 

techniques, the model operates directly on wavelet coefficients 

and learns to separate noise from signal through data-driven 

training. 

The choice of wavelet transform (WT) was guided by its 

widespread use in the literature and its proven effectiveness in 

ECG signal denoising. Wavelet transforms can be broadly 

categorized into Continuous Wavelet Transform (CWT) and 

Discrete Wavelet Transform (DWT). While CWT offers highly 

redundant representations suitable for analysis and visualization, 

DWT is more computationally efficient and commonly used for 

signal reconstruction and denoising. However, the use of down-

sampling in DWT introduces translation sensitivity, which may 

lead to distortions in biomedical signals. To overcome this 

limitation, we employ the SWT, a redundant and shift-invariant 

variant of DWT. SWT avoids down-sampling and instead 

applies up-sampled filter coefficients at each decomposition 

level, preserving the original signal length (Fig. 2a).  

WTs are defined by the choice of a mother wavelet with 

distinct shape and time-frequency characteristics. Several 

commonly used wavelet families are considered, including 

Daubechies (db3–db5), Symlets (sym4–sym5), Coiflets (coif3), 

and Haar. Their corresponding mother wavelets are illustrated in 

Fig. 2b. Each mother wavelet was used to compute SWT 

coefficients with decomposition level of 10, which were then 

provided as input to the autoencoder. The training was conducted 

over 100 epochs with a batch size of 25. Denoising performance 

of different wavelet types was optimized using the validation set, 

after which the trained models were applied to the test set, where 

all evaluation metrics were computed. 

  

Figure 1. Convolutional autoencoder architecture used 

for ECG denoising. Both input and output are 

represented as SWT coefficients. 
 

 

Figure 2. a) block diagram of DWT decomposition of the 

input ECG signal 𝑥[𝑛]. The signal is decomposed using 

low-pass 𝑔𝑖[𝑛] and high-pass ℎ𝑖[𝑛] filters followed by 

downsampling (↓ 2) at each level. The symbols ↑ 2  and       

↓ 2 denote upsampling and downsampling operations, 

respectively.; b) different types of mother wavelets  
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All calculations were conducted using same autoencoder 

architecture and under identical training conditions. This setup 

allowed us to isolate the impact of wavelet selection on denoising 

performance and morphological preservation. The architecture 

of the proposed autoencoder is shown in Fig. 3. 

A. Datasets and noise modeling 

Noise-free signals were obtained from a private ECG dataset 

consisting of 10-second 12-lead recordings sampled at 500 Hz, 

with high-quality segments manually selected by biomedical 

engineers. This dataset consists of 1,112 12-lead ECG recordings 

with various diagnoses, including atrial fibrillation, atrial flutter, 

myocardial infarction, and others. To ensure high signal quality, 

biomedical engineers manually selected 9,588 single-lead 

recordings from the dataset. These signals were further processed 

using the Adaptive Wiener Wavelet filter [6], which has 

demonstrated strong performance, particularly in cases where 

EMG noise is constant [11]. 

Prior to noise augmentation, the clean ECG recordings were 

divided into training and test sets at the patient level, ensuring 

that recordings originating from the same patient could not 

appear in multiple subsets. This subject-independent split was 

introduced to prevent patient overlap and potential data leakage 

between the training, validation, and test sets. To generate noisy 

signals, different noise types were defined and added to the 

noise-free ECG recordings. EMG noise was derived from the 

MIT Noise Stress Test (MIT-NST) database [12,13]. For training 

and validation, EMG noise from one lead was used, while the 

noise from the second lead was reserved for testing to avoid bias 

and overfitting. To increase variability, BLW noise was 

synthetically generated using interpolation of 3 to 15 randomly 

selected control points. PLI was simulated as a sinusoidal signal 

with slightly varying frequency and phase around 50/60Hz. 

Noise levels were varied across a wide range of SNR, with BLW 

noise ranging from –20 to 20dB and EMG noise from –5 to 

20dB, while PLI is set in range from 5-10dB. These ranges were 

selected to cover a broad spectrum of realistic conditions, from 

low-noise clinical ECG recordings to highly contaminated 

signals typically encountered in mobile and wearable devices.  

For each generated noisy realization, the presence, type, and 

intensity of the individual noise components (BLW, EMG, and 

PLI) were randomly determined. The noise components were 

combined directly in the time domain and scaled according to 

independently selected SNR levels, resulting in different relative 

contributions of each noise source across realizations. 

Consequently, no predefined weighting between BLW, EMG, 

and PLI was imposed, enabling the generation of a highly diverse 

dataset with varying noise characteristics. This randomization 

strategy was introduced to improve model robustness and reduce 

overfitting to specific noise combinations.  

To improve robustness, four noisy realizations were 

generated for each clean signal, using different combinations of 

BLW, EMG, and PLI noise. Examples of signals generated in 

this manner are shown in Fig. 4. The augmentation procedure 

was applied independently to all recordings, meaning that all 

noisy realizations derived from a single clean ECG recording 

were contained exclusively within the same subset. This 

 

Figure 3. Architecture of proposed denoising autoencoder. 

F denotes the number of filters with its size in the 

convolution layer, S denotes the size of stride, BN- batch 

normalization. 

 

 

Figure 4. Examples of clean ECG signals and same signals 

with BLW, EMG and PLI noise superimposed.  
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approach additionally ensured that no patient-specific 

information was shared across subsets. 

This augmentation process resulted in a dataset of 17,000 

signals for training and 2,172 signals for test, enabling the model 

to learn denoising under diverse noise conditions. 

B. Evaluation metrics 

The performance of denoising method was evaluated using 

the signal-to-noise ratio improvement (SNRimp) defined as  

𝑆𝑁𝑅𝑖𝑚𝑝 = 𝑆𝑁𝑅𝑜𝑢𝑡 − 𝑆𝑁𝑅𝑖𝑛 ,   (1) 

where SNRout is the SNR of the filtered signal (calculated as a 

ratio of the noise-free signal and the noise obtained as the 

difference between the filtered and noise-free signal). The SNRin 

is the SNR of the unfiltered signal (calculated as a ratio of the 

noise-free signal and the noise obtained as the difference 

between the unfiltered and noise-free signal). The higher the 

SNRimp is, the better is the filter performance. 

To assess the preservation of ECG morphology across 
different wavelet types after the filtering procedure, we 
computed the Pearson correlation coefficient between the 
filtered signal (A) and the corresponding noise-free signal (B) at 
selected clinically relevant points of interest as (P, R, and Tmax): 

ρ(A, B) = 100 ∗
1

N−1
∑ (

Ai−μA

σA
) ∗ (

Bi−μB

σB
) ,N

i=1  (2) 

where μ and σ denote the mean and standard deviation of the 

signals. 

III. RESULTS AND DISCUSSION 

 

Three different noise conditions were analyzed: signals 

contaminated with BLW, EMG, and combined BLW, EMG, and 

PLI. Since BLW noise has much higher energy compared to 

EMG noise, it dominates the overall noise spectrum, resulting in 

similar trends for BLW and combined conditions (BLW, EMG, 

and PLI). 

The results for different wavelet types are shown in Table I. 

We observe that all evaluated wavelets achieve very similar 

denoising performance regardless of the noise condition (BLW, 

EMG, and combined noise). For combined noise, rbio2.4 

wavelet gives the best result with SNRimp = 23.71dB. All other 

types perform within the range of 0.8dB from it, down to the 

minimum SNRimp =22.87dB for db3, indicating that the overall 

performance is largely independent of the selected wavelet type. 

Notably, even the simplest Haar wavelet, which is often 

considered suboptimal for ECG processing, achieves 

performance comparable to more advanced wavelets, while the 

Table I. SNRimp values for different wavelet types for 

BLW, EMG and combined 

WT type BLW EMG 
Combined 

noise 

db3 22.98 7.14 22.87 

db4 23.05 7.05 22.94 

db5 23.45 7.27 23.38 

coif3 23.41 7.53 23.32 

coif4 23.64 7.05 23.54 

sym4 23.37 7.21 23.28 

sym5 23.28 6.88 23.21 

sym6 23.80 7.26 23.70 

haar 23.20 7.10 23.08 

bior1.5 23.40 7.05 23.31 

rbio2.4 23.83 7.33 23.71 

BLW - baseline wander; EMG - Electromyographic noise; 
Conmbined noise - BLW and EMG combined 

 

Figure 5. Pearson coefficients for P wave (blue), QRS 

complex (orange) and T wave (grey). Results are shown for 

recordings contaminated with a) BLW only, b) EMG and c) 

BLW, EMG and PLI noise 
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commonly used (db3 and db4) yielded worst performance. For 

the high frequency EMG noise, the best results are obtained for 

coif3 (SNRimp=7.53dB), the worst for sym5 

(SNRimp=6.88dB), while the results for all wavelet types are 

within the 0.7dB range.  

These findings show that, within the proposed autoencoder-

based framework, the influence of wavelet selection is less 

pronounced, as the model is capable of learning robust 

representations that compensate for differences between wavelet 

types. Furthermore, no single wavelet consistently outperforms 

others across all noise types, reinforcing the conclusion that 

wavelet selection is not a critical factor in the hybrid wavelet and 

autoencoder approach.  

To assess morphological preservation, Pearson correlation 

coefficients were calculated between clean and denoised signals 

for different noise types (BLW, EMG, and combined noise). The 

analysis was performed on clinically relevant features, including 

the maximums of the P wave, QRS complex, and T wave. These 

fiducial points were determined using an automated signal 

processing algorithm. 

As shown in Fig. 5a, for BLW noise all wavelet types exhibit 

similar behavior. The difference between the best and worst 

performing wavelets is 3.7% for the P wave (sym4 vs. bior1.5), 

4.5% for the QRS complex (db5 vs. bior1.5), and 3.1% for the T 

wave (sym6 vs. db4). Similar trends are observed for combined 

noise (Fig. 5c), due to the dominance of BLW components. 

For EMG noise, the largest variation is observed for the P 

wave, where the difference between the lowest (Haar, 70.2%) 

and highest (sym6, 77.9%) correlation reaches 7.8% (Fig. 5b). In 

contrast, variations for the QRS complex and T wave remain 

smaller (3.2% and 2%, respectively). 

These results indicate that most wavelet types provide 

comparable morphological preservation, with only minor 

differences across wavelet families. A slightly higher sensitivity 

is observed for the P wave in the presence of EMG noise. Lower 

overall correlation values, particularly for BLW conditions, can 

be attributed to the high noise levels applied during signal 

augmentation. 

Consistent results for both, SNRimp and Pearson coefficients 

can be attributed to the ability of the autoencoder to learn robust 

feature representations from wavelet coefficients. These findings 

contrast with traditional wavelet-based denoising methods, 

where the selection of wavelet type and thresholding strategy 

plays a critical role. In the proposed approach, the dependency 

on wavelet selection is reduced, as the model learns the denoising 

function directly from data. 

IV. CONCLUSION 

In this study, we investigated the influence of different 

wavelet types on ECG signal denoising within a deep learning 

framework. A representative subset of commonly used wavelets 

was evaluated using a convolutional autoencoder, under multiple 

noise conditions. The obtained results demonstrate that all 

considered wavelet types achieve comparable denoising 

performance, with only minor differences across evaluation 

metrics. Notably, even simple wavelets such as Haar yield results 

similar to more advanced wavelet families. The results suggest 

that DL-based denoising methods can mitigate the dependence 

on wavelet types, which is typically a critical factor in traditional 

wavelet-based approaches. 

The main technical limitations of this study – the use of a 

restricted subset of wavelet types and noise scenarios, will be 

addressed in future work by extending the analysis to a 

significantly larger set of wavelet types. In addition, the  clinical 

relevance will be further assessed by involving cardiologists to 

evaluate the diagnostic quality of the reconstructed ECG signals. 
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